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Abstract 
This Master's Thesis develops a Monte Carlo framework for comparing two maintenance strategies under 
interdicted logistics conditions, illustrated through the CV90 infantry fighting vehicle: Strategy A (modular 
exchange), in which the entire failed module is replaced at a forward position, and Strategy B 
(component-level repair), in which only the faulty component inside the module is repaired. Logistic 
interdiction is represented by β and the physical footprint of the delivered item, which together determine 
the delivery-time function. β determines the expected number of delivery attempts required for a successful 
arrival, while the physical footprint determines the time cost of each delivery attempt. Transit time and 
transit distance are held constant between the strategies. The system contains five subsystems in series and 
is analyzed for a period of 30 days. Failures are assumed to occur according to a Poisson distribution, repair 
times according to a lognormal distribution, and delivery attempts according to a geometric distribution, 
whereby interdicted delivery attempts imply new delivery attempts. Owing to a lack of data specific to 
military platforms, civilian vehicle data are used as a proxy. Thus, β* (the intersection of Strategy A and 
Strategy B) needs to be regarded as an illustrative threshold under proxy conditions, and not as an actual 
platform-specific threshold for the CV90. 
 
The results show that Strategy A provides higher operational availability (Ao) than Strategy B across most 
of the tested threat range. In the case of baseline values, Strategy A and Strategy B yield equal Ao at β* ≈ 
0.80, corresponding to an expected five delivery cycles per successful arrival under the modeled geometric 
retry process. If the repair duration for both strategies is stressed to k_repair = 1.5, β* becomes 
approximately equal to 0.87. Considering the fact that Strategy B has longer baseline repair times, the same 
multiplier imposes a larger absolute repair-time burden on Strategy B. A supplementary hybrid strategy, 
which implies choosing the better strategy in each subsystem separately, surpasses both pure strategies in 
Ao only in a narrow window near the crossover point.  
 
The research demonstrates how maintenance depth in relation to logistics interdiction may be considered as 
a stochastic availability issue, linking repair strategy, logistical footprint, interdicted delivery attempts, 
waiting time, and Ao together. 
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Modulbyte vs komponentreparation under bestridd logistik: En Monte Carlo-analys av främre underhåll för 
stridsfordon  

Sammanfattning 
Detta examensarbete utvecklar ett Monte Carlo-ramverk för att jämföra två underhållsstrategier under 
bestridd logistik, illustrerat genom stridsfordon CV90. Strategi A (modulutbyte) representerar ett byte av 
hela den felaktiga modulen på främre underhållsplats, och Strategi B (reparation på komponentnivå) 
representerar att endast den felaktiga komponenten inuti modulen repareras. Bestridd logistik representeras 
av β samt modulens/komponentens fysiska volym, vilka tillsammans utgör funktionen leveranstid. β avgör 
det förväntade antalet leveransförsök som krävs för en lyckad leverans, medan den fysiska volymen avgör 
tidskostnaden för varje leveransförsök. Transporttid och transportavstånd hålls konstanta mellan 
strategierna. Systemet består av fem seriekopplade delsystem och analyseras över en period på 30 dagar. 
Fel antas följa en Poissonfördelning, reparationstider, en lognormalfördelning och leveransförsök, en 
geometrisk fördelning. Avbrutna leveransförsök följs av nya leveransförsök. På grund av brist på data för 
militära fordon används proxy-data från civila fordon. β* (skärningspunkten mellan Strategi A och Strategi 
B) måste därför betraktas som illustrativt, och inte som representativt för CV90. 
 
Resultaten visar att Strategi A ger högre operativ tillgänglighet (Ao) än Strategi B över större delen av det 
analyserade hotintervallet. För grundvärdena ger Strategi A och Strategi B samma Ao vid β* ≈ 0,80, vilket 
motsvarar ett förväntat antal om fem leveransförsök enligt den geometriska fördelningen. Om 
reparationstiden för båda strategierna förändras till k_repair = 1,5 blir β* ungefär lika med 0,87. Eftersom 
Strategi B har längre reparationstider under basförhållanden, innebär samma multiplikator en större absolut 
påverkan på reparationstiden för Strategi B. En kompletterande hybridstrategi, som innebär att den mest 
fördelaktiga strategin väljs separat för varje delsystem, överträffar båda strategierna endast inom ett smalt 
intervall nära skärningspunkten. 
 
Studien visar hur underhållsdjup i relation till bestridd logistik kan analyseras genom en stokastisk modell, 
där reparationsstrategi, logistiskt fotavtryck, bestridd logistik, väntetid och Ao kopplas samman. 
 
Nyckelord: Modulbyte, komponentreparation, bestridd logistik, operativ tillgänglighet, Monte 
Carlo-simulering, Level of Repair Analysis (LORA), avbrutna leveransförsök, logistiskt fotavtryck, 
stridsfordon, stokastisk simulering 
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1. Introduction 
1.1 Background  
Martin van Creveld describes logistics as “the art of moving armies” and argues that failures 

in logistics have probably caused more defeats than enemy action (Van Creveld 1977, pp. 

1-2). The opening phase of Russia’s invasion of Ukraine provides a recent example of why 

properly managing logistics is important. In February 2022, a rapid Russian seizure of Kyiv 

still looked possible, echoed by Swedish lieutenant colonel and defense analyst Joakim 

Paasikivi on 25 February, when he stated that Kyiv could fall within days (TV4 2022). Kyiv 

managed the onslaught, and by 1 March, the roughly 65-kilometer Russian column advancing 

toward Kyiv had stalled.  

 

Schwartz et al. (2023) link this to serious movement and logistics problems, including 

shortages of fuel, food, maintenance, and recovery capacity (Schwartz et al. 2023, p. 37). 

Russian forces later withdrew from the Kyiv axis in late March and early April (Schwartz et 

al. 2023, p. 42). Ukraine then continued to exploit Russia’s dependence on concentrated 

logistics nodes. Strikes on ammunition depots, bridges, and transport choke points, especially 

after the introduction of HIMARS (High Mobility Artillery Rocket System), forced Russia to 

move supply depots farther to the rear. That made resupply more difficult and reduced 

Russia’s artillery advantage (Schwartz et al. 2023, pp. 50-52). 

 

This example frames the contested logistics theme of the thesis, which has the focus of 

analyzing how a combat vehicle should be supported in order to maintain operational 

availability (Ao). In the Swedish Stridsfordon 90 (CV90) context, Hauffman (1991, p. 39) 

describes utbytesenheter (exchange units) as a way to reduce repair time, known here as Mean 

Time to Repair (MTTR), by allowing a larger failed unit to be exchanged rather than repaired 

in place. This is illustrative of a more general problem of repair-boundary (where an item 

should be replaced) discussed in the literature on Level of Repair Analysis (LORA) (Basten, 

Schutten & van der Heijden 2009, pp. 120–121). In LORA, the position of repair, required 

resources, and support concept depend on the chosen replaceable unit (Parada Puig & Basten 

2015, pp. 310–312).  
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The trade-off being considered in this thesis is, therefore, not whether a broken item should be 

repaired, but rather at what repair depth it should be repaired – a choice that determines what 

size of item must travel through the support chain to restore capability. The time required to 

forward-repair a failed item can be cut by substituting a larger unit (module), while the items 

that must be delivered can be made smaller and lighter by performing component-level repair. 

The issue of delivery burden becomes important to the operation under interdicted logistics, 

where multiple delivery attempts turn delivery burden into an availability problem. 

 

1.2 Previous Research 
To understand the gap that motivated this thesis, this section surveys classical LORA (§1.2.1), 

availability simulation (§1.2.2), and stochastic interdiction (§1.2.3). §1.2.4 then places these 

in recent operational context, and §1.2.5 formalizes the gap between them.  

 

1.2.1 Classical LORA 
According to Basten, Schutten and van der Heijden (2012, p. 475), Barros presented the first 

formal optimization model of the LORA problem. In its classical form, LORA determines 

whether an item should be discarded or repaired after failure, and at which echelon (level in 

the repair/supply chain) in the repair network this should occur. (Basten, Schutten & van der 

Heijden 2009, p. 119). This is the sense in which LORA is used throughout this thesis. 

 

The LORA-BR system discussed by Gutin et al. (2006, pp. 1–2) involves two indenture levels 

and three repair options: discard, local repair, or central repair. Related work focuses on both 

solution efficiency and modeling range. Barros and Riley (2001, p. 242) introduce a 

branch-and-bound solution approach, implemented in the Level of Repair Optimization 

Model (LOROM), for multi-echelon, multi-indenture (nested component hierarchies, i.e. parts 

within modules within subsystems) LORA problems. Gutin et al. (2006, pp. 1–2) show that 

LORA-BR is polynomial-time solvable by reducing a generalized version of the issue to the 

maximum weight independent set problem on bipartite graphs. Here, the graph formulation 

represents relationships between repair decisions across indenture levels, such as a parent 

subsystem and its enclosed modules. Saranga and Dinesh Kumar (2006, p. 91) propose a 

LORA model for aircraft maintenance/support infrastructure, together with a 

genetic-algorithm solution method. 
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Basten, Schutten and van der Heijden (2009, p. 122) extend LORA by allowing fixed costs to 

be allocated to arbitrary sets of components, so that the fixed cost of enabling a repair option 

can be spread across several items rather than attached to only one. Basten, van der Heijden 

and Schutten (2012, p. 474) later integrate LORA with spare-parts stocking decisions, so that 

repair-location choices and inventory levels can be optimized together. However, their exact 

algorithm applies only to a restricted case with two echelons and a single indenture level. 

Another interesting line of work involves the choice of LRU (Line Replaceable Unit), 

specifically whether a failed item should be replaced as itself or as the parent assembly in 

which it resides. Parada Puig and Basten (2015, pp. 316–317) give examples where both the 

smallest feasible LRU and the largest feasible LRU result in considerably higher costs than an 

optimal LRU definition. This is relevant for this thesis because it reinforces the importance of 

explicit strategy selection rather than relying on intuitive repair-boundary rules. 

 

The Opus Suite from Systecon is also used in industry. One example involving the CV90 was 

the study for BAE Systems, where Systecon analyzed the life-cycle costs of rubber and steel 

tracks, taking into account part-failure probabilities, scenarios, and long-term cost drivers 

through logistics support tools (Systecon AB 2012). However, the case study does not 

mention whether any scenario of disruption or interdiction of logistics was considered. 

 

1.2.2 Availability Simulation  
A second relevant area of literature is modeling of repairable items. Models in this stream 

explicitly account for the influence of randomness in demand, repair, resupply, and allocation 

on various readiness indicators. Starting from Sherbrooke's Multi-Echelon Technique for 

Recoverable Item Control (METRIC) model, these systems typically consist of a two-echelon 

base-depot for recoverable spare parts, where stock levels are determined subject to 

uncertainty and cost (investment) constraints (Sherbrooke 1966, pp. v, 2). 

 

Muckstadt (1973, pp. 472, 475) extended this logic with MOD-METRIC. His model is 

multi-item, multi-echelon, and multi-indenture, meaning that it represents how assemblies are 

connected to subassemblies in order to compute optimal stock levels at both echelons. That is 

useful for this thesis because it gives a precedent for thinking about maintenance across 

nested vehicle elements. The model in this thesis applies it differently, however, representing 
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the CV90 as five subsystems in series and evaluates Ao, rather than optimizing spare-stock 

levels.  

 

Further extensions relax the assumptions of fixed support and unlimited repair capacity. 

Alfredsson (1997, pp. 584–585) considers spare-parts allocation, LORA, and test-equipment 

selection within an integrated optimization problem and finds that the choice of repair 

location impacts the spare-parts policy and thus should not be treated separately from the 

spare-parts decision problem. Diaz and Fu (1997, pp. 480–481) relaxed the METRIC's 

unlimited repair capacity assumption by explicitly considering the capacity limitation of the 

repair facilities, demonstrating that traditional METRIC-type models can significantly 

underestimate the spare parts required in high-utilization repair-facility situations. Lau and 

Song (2008, pp. 70–72) provide a broader classification of METRIC-type extensions, 

classifying Diaz and Fu (1997) and Alfredsson (1997) as limited-repair-capacity models. 

They then extend this line of research by developing a model for multi-echelon 

repairable-item systems with both limited repair capacity and nonstationary demand. 

 

A discrete-event approach is another way to deal with stochastic maintenance systems when 

the closed-form solution becomes too complex due to uncertainties and logistics interaction. 

The authors Kang and McDonald (2010, pp. 1336, 1338-1340) developed such a model to 

describe the LAV-25 – another kind of military armored vehicle. Specifically, the authors 

aimed to find out the operational availability of 76 vehicles including the availability of 

components, spare parts and repair operations both at the intermediate and depot level. A 

similar approach was chosen by Sharma et al. (2017, pp. 277-278), who applied failure event 

simulation, optimization of maintenance actions and prediction of spare parts for various 

usage conditions, such as peacetime, exercise time and combat time. A multi-objective model 

was built by Pall et al. (2013, p. i) which combines LORA-spares, Monte Carlo simulation 

and availability modeling techniques. The model implies the assumption of a static logistics 

network including forward operating bases, intermediate depots and a central depot with a 

predefined time and cost of inter-node connections (Pall et al., 2013, pp. 3-6, 16). Here, 

optimization of inventory, reorder point, repair echelons and Forward Operating Base to 

Intermediate Depot routing is carried out under a static network (Pall et al., 2013, pp. 9–11). 

 

This thesis draws inspiration for the stochastic treatment of failures and repair times, but treats 

them in the logistics network as dynamic and contested, rather than as a fixed condition. 
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1.2.3 Stochastic Interdiction  
The third strand of previous research addresses stochastic interdiction. Cormican, Morton and 

Wood (1998, pp. 184, 187, 191–192) formalize the stochastic variant of interdiction modeling. 

Their model treats individual interdiction outcomes as independent Bernoulli events, so that 

an interdiction attempt only succeeds with a known probability rather than with certainty, and 

extends to repeated attempts on a single arc. This supports the assumption that interdiction 

outcomes can be represented as independent binary events. The present thesis adapts this 

logic to repeated delivery attempts, with the number of tries until success following a 

geometric distribution, as formalized in §3.4.3. 

 

Morton, Pan and Saeger (2007, pp. 5, 8) develop a related primitive: a smuggler chooses an 

origin–destination path through a transportation network, and the smuggler's probability of 

traversing the path undetected is the product of independent arc-level evasion probabilities. 

The interdictor places sensors to minimize the expected value of this evasion probability over 

a probability distribution of possible origin–destination pairs. The multiplicative-independent 

structure across arcs of a spatial path is conceptually analogous to the per-attempt interdiction 

probability β used in this thesis, though this thesis applies the compounding to a sequence of 

discrete delivery attempts over time rather than across arcs of a transportation path. 

 

Smith and Song (2020, pp. 797–799) formalize the standard interdiction problem as a 

Stackelberg max-min game. Extensions to stochastic, dynamic, and asymmetric-information 

settings (Smith and Song 2020, pp. 805–808) demonstrate that interdiction modeling has 

matured into an established methodological area. This thesis does not solve such a game, but 

adopts the per-attempt interdiction probability β as a fixed parameter and applies it within a 

maintenance-availability framework. 

 

1.2.4 Recent Operational Context 
The remaining sources are not used to build the model directly. They are used to show that the 

model's logistics mechanism is consistent with recent operational experience. Zabrodskyi et 

al. (2022, pp. 42, 54) describe how Russian support elements, depots, and materiel 

concentrations – as well as Ukrainian maintenance facilities – became vulnerable to 

long-range fires. The response was to move the Russian concentrations farther from the front, 

while the Ukrainian facilities were dispersed and relocated to the rear. Skoglund, Listou and 
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Ekström (2022, pp. 103, 107–108) point to the same problem from another angle. As supply 

distance increases, logistics become less effective. Ukrainian attacks on Russian logistics 

resources and railway infrastructure also reduced Russia's ability to sustain its forces. 

Sollfrank and Boeke (2024, pp. 12–14) make the broader argument that rear areas, transport 

nodes, and static logistics infrastructure are now increasingly exposed to deep strikes in 

high-intensity warfare.   

 

Swedish defense planning identifies analogous weaknesses in defense logistics. 

Försvarsberedningen (2023, p. 216) notes that Sweden has a large maintenance backlog in its 

transport infrastructure and that this has a negative effect on total defense. Schröder, 

Lundmark and Lusua (2016, pp. 7, 27) make a related point about military stock materiel. 

They argue that the Swedish supply chain is largely built around peacetime efficiency, and 

that it has to handle different readiness demands – basic readiness, rapid force generation, as 

well as heightened readiness. This motivates the choice of modeling in a contested/interdicted 

environment with shifting threat levels.  

 

1.2.5 Research Gap  
In Table 1, the relevant research is located within these three strands. The last column reflects 

what the coupling of this thesis contributes, which is that maintenance depth dictates module 

size, and module size dictates delivery footprint, hence vulnerability to interdiction. 

Contribution Repair-depth 
decision central? 

Stochastic 
failures?  

Stochastic 
repair?  

Contested or 
interdicted 
delivery 
modeled?  

Maintenance 
depth 
changes 
exposure? 

Classical LORA Yes No No No  No 

Availability 
simulation 

Partial Yes  Yes  No No 

Stochastic 
interdiction 

No No No Yes No 

This thesis Yes Yes Yes Yes Yes 

Table 1. The main strands of literature, and what they cover.  

 

The identified research gap is that none of the reviewed models integrates LORA, availability 

simulation, and stochastic interdiction in a single, cohesive framework. But the gap between 

these strands is not simply that they fail to cite one another; instead, the reason originates 
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from how the different literatures frame the problem. Conventional LORA finds the best 

maintenance depth given fixed support, which assumes that the support is static. Availability 

simulation is furthermore able to deal with probabilistic failures and repair times within a 

fixed support network that is assumed to be stable, but treats logistics delay as an 

environmental factor. That is, it estimates how well the system will perform given a set of 

support conditions, rather than asking how the maintenance-depth decision might affect 

exposure in the supply chain. Moreover, stochastic interdiction research examines disrupted 

transport, but usually treats the carried shipment as an element within a generic transportation 

or supply chain model, rather than as a product of maintenance-architecture decisions. 

 

1.3 Problem Statement 
The gap in §1.2.5 defines the problem this thesis addresses: identifying the conditions under 

which modular exchange is superior to component-level repair, and the conditions under 

which contested logistics reverses that ordering. This sort of analysis builds on prior research, 

such as LORA. However, LORA alone cannot fully address how the depth of repair will 

affect the delivery-time burden under contested logistics. The core problem is that, given 

interdiction, the waiting-time implications of modular exchange and component-level repair 

diverge. While modular exchange restores capability faster once a new unit reaches a site, 

component-level repair may result in less of a delivery burden due to the smaller size of the 

component(s) passing through the support chain. Under repeated delivery interruption, this 

delivery burden could ultimately become more significant than the time incurred in 

performing the repair. The thesis investigates at which points this change is expected. 

 

1.4 Aim and Research Questions 
The aim of this thesis is to determine the context where the repair depth benefit switches from 

modular exchange to component-level repair under contested logistics by simultaneously 

employing classical LORA, availability simulation and stochastic interdiction within a single 

Monte Carlo framework. In this framework, the repair-depth selection endogenously 

determines the size of the item transiting the support chain, and footprint then sets the 

per-attempt delivery-time penalty under interdiction. The framework is developed as a 

generalizable model parameterized with civilian proxy data over a 30-day (720-hour) 

operational window. Ideally, this could be applied to military vehicles, such as the CV90. The 

main variable of interest is β*, where the expected Ao of the two strategies converges. 
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To accomplish the aim, the following research question has been chosen: 

-​ What is the contested logistics threshold where component-level repair produces 

greater operational availability than modular exchange? 

 

In order to answer the research question, the following sub-questions have been developed:  

-​ SQ1: At what interdiction level do the two strategies yield equal availability under 

baseline conditions? 

-​ SQ2: How does β* shift when repair-side conditions change, specifically the 

repair-duration  stress multiplier k_repair and the repair-time dispersion σ?  

-​ SQ3: How does β* shift when logistics- or failure-side conditions change, specifically 

the footprint-scaling exponent α and the failure-rate stress multiplier k_stress?  

 

Sub-question one is answered in §4.2–4.3, sub-question two in §4.4.1–4.4.2 and sub-question 

three in §4.4.3–4.4.4. 

 

1.5 Delimitations 
All analyses are performed under the assumption that a single CV90-like platform operates in 

a high-intensity operating environment for a total of 720 hours. Civilian proxy data were used 

to estimate system-level parameters. Peacetime operations, fleet-level effects, and failure 

modes (wear-out or aging) are not modeled. Comparison between repair depths is made 

without a fully modeled echelon repair network. Rear repair location, pre-positioning of repair 

kits or modules, local inventory, queuing delays at repair nodes, and repair-capacity 

constraints are all ignored. Interdiction is modeled only as the per-attempt probability β. 

Site-level vulnerability of forward repair locations, attrition during transport, loss in transit, 

and a threat-based adaptive operation mode are excluded. One repair-order-per-failure is 

assumed and failures are not aggregated. Also due to downtime-budget allocation in §3.4.4, 

ordering of failures and time overlap of simultaneously failed subsystems are not modeled. 

The hybrid strategy described in §3.4.5 is developed as an analytical upper limit rather than a 

viable plan. The footprint exponent α is studied for up to 3.0 for measurement of scaling. The 

military value of the system is represented only by its effectiveness, as captured by Ao. Costs 

of procurement and spares holding, operational training, and force-design feasibility were 

only mentioned in §5.4 as boundary cases. 
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2. Theoretical Framework 
This chapter establishes the conceptual framework for the simulation, integrating repair-depth 

choices, Ao, stochastic uncertainty, and contested logistics. Operational implementation 

follows in Chapter 3. 

 

2.1 LORA 
In standard LORA models, cost parameters, failure-rate parameters, and the network topology 

used for repair are all considered as fixed parameters, while the only stochastic aspects of the 

model are stationary Poisson failure processes and independent identically distributed lead 

times (Basten et al. 2009, pp. 119, 124; Basten et al. 2012, p. 476). The model is not capable 

of dealing with lead-time distributions dependent on adversarial actions, which is the case 

when lead time is viewed as the probability of delivery as a function of the probability of 

interception and footprint of the delivered cargo. 

 

This thesis extends the core question of LORA – whether the ability should be reinstated by 

exchanging a whole module or repairing the components thereof. But it changes the decision 

rule from one of cost-minimization to maximizing Ao under uncertainty. A contested logistics 

environment cannot be modeled simply through a constant repair structure and deterministic 

transport times. In the simulation, the level of repair determines the logistics footprint of the 

maintenance strategy. It, in turn, influences the time cost incurred by interdiction-induced 

delivery delays, and consequently Ao. 

 

2.2 Operational Availability under Stochastic Inputs  
Ao describes the share of the operational window in which the vehicle is mission-capable. In 

this thesis, the equation is borrowed from Försvarsmaktens H DriftSäk (Försvarsmakten 2006, 

p. 215):1 

       𝐴
𝑜

= 𝑀𝑇𝐵𝐹
(𝑀𝑇𝐵𝐹 + 𝑀𝑇𝑇𝑅 + 𝑀𝑊𝑇)

​  
(1) 

1 H DriftSäk uses unsubscripted A; the formula corresponds to operational availability (Aₒ).  
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where MTBF (Mean Time Between Failures) is the expected amount of time that passes 

between successive failures. Assuming a constant failure rate, MTBF = 1/λ, where λ is the 

rate of failures per hour of operation. MTTR (Mean Time to Repair) is the expected amount 

of time required to repair the failed component once repairs begin, and MWT (Mean Waiting 

Time) is the expected amount of time from when a repair is identified as needed until it begins 

due to a lack of parts, tools or available manpower. Försvarsmakten defines waiting time for 

maintenance resources as the total time spent when a maintenance action on a part or 

component is not carried out, because of waiting for another resource required to complete the 

action (Försvarsmakten 2006, p. 80). 

 

Ao, in this thesis, is used as a conceptual measure of how maintenance depth affects the 

mission-capable time under uncertainty. The availability in the model is not thought of as an 

inherent property of the vehicle, but as a result of failures, the length of the repair time, and a 

waiting time for deliveries. The detailed simulation procedure for calculating Ao is therefore 

placed in §3.4.4. 

 

The vehicle is also treated conceptually as a series system, meaning that if any required 

subsystem is unavailable, the vehicle as a whole is unavailable. This means that a highly 

available subsystem cannot compensate for another subsystem with low availability, because 

the model includes no redundancy between the five subsystems (Ebeling 1997, pp. 83–84). 

The operational implementation of this series approximation is described in §3.4.4. 

 

2.3 Distributional Assumptions 
Under the constant-rate assumption, the conditional probability that a functional subsystem 

will fail within the subsequent small time increment does not depend on the age of the 

subsystem. It matches the exponentially distributed lifetime distribution, in which case the 

failure rate is constant, and the item is regarded as “memoryless” until it fails (Rausand & 

Høyland 2004, pp. 27–28). The failure times are thus modeled by a Poisson process with a 

rate of λ per operating hour, in which λ does not vary during the mission life (Rausand & 

Høyland 2004, pp. 240–241). It makes sense given the useful-life phase of the bathtub curve 

after eliminating the defects caused by the early-life phase and before the wear-out takes place 

(Ebeling 1997, pp. 31, 46). In the context of this 720-hour mission cycle, the assumption is 
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used to isolate random operational failures without modeling aging or degradation effects 

explicitly.  

 

Repair times are modeled with a lognormal distribution. This is appropriate because repairs 

cannot take negative time, and because most repairs are expected to finish within a normal 

range while a smaller number take much longer. In reliability terms, repair completion rates 

may rise early in the process and then fall when longer repairs reflect complications such as 

missing spare parts or unresolved faults (Rausand & Høyland 2004, p. 45). The lognormal 

distribution is also commonly used for strictly positive, right-skewed outcomes, especially 

when the final duration is shaped by several multiplicative factors rather than one simple 

additive process (Crow & Shimizu 1988, pp. 303, 305).  

 

In this thesis, μ denotes the mean of the log-transformed repair time; equivalently e^μ is the 

median repair time on the original timescale (Rausand & Høyland 2004, p. 43). The parameter 

σ denotes the standard deviation of the log-transformed repair time and controls the dispersion 

of the untransformed repair-time distribution (Rausand & Høyland 2004, pp. 43–44). 

Parameter estimation is described in §3.4.2. 

 

The Poisson and lognormal distributions describe failure arrivals and repair times, but not part 

deliveries. This will be shown through the use of the geometric distribution, discussed in §2.4 

and implemented in §3.4.3. 

 

2.4 Contested Logistics   
2.4.1 Contested Logistics and Echelon Structure  
A contested logistics environment is an environment where, in King's proposed definition: 

“an adversary or competitor intentionally engages in activities or generates conditions, 

across any domain, to deny, disrupt, destroy, or defeat friendly force logistics operations, 

facilities, and activities” (King 2024). This concept is consistent with the threat picture 

described in Swedish military doctrine. Doktrintillägg Logistik 2023 warns that the supply on 

which Sweden and Försvarsmakten depend may be disrupted or, in the worst case, prevented 

entirely (Försvarsmakten 2023, p. 5). It also states that hostile influence on supply lines and 

logistics capacity may be extensive during a security crisis or armed attack (Försvarsmakten 

2023, p. 16). 
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In this thesis, risk is represented by the variable β as the per-attempt probability that a delivery 

is interdicted. β ranges from 0 to 1. β = 0 means that all deliveries succeed while at β = 1 all 

delivery attempts are interdicted.  

 

Returning to the different levels of logistics, Doktrintillägg Logistik makes the distinction 

between främre nivå (forward level) and bakre nivå (rear level). The latter represents 

military-strategic and operational defense logistics, including civilian resources. The forward 

level covers tactical defense logistics, where logistics are largely organized on a smaller level, 

often within units and are meant to support the collective needs of the force (Försvarsmakten 

2023, p. 28). The doctrine also links logistics resources to four supply lines. First- and 

second-line logistics are part of the forward level, while third- and fourth-line logistics are 

part of the rear level (Försvarsmakten 2023, pp. 29–30). Most relevant here is the forward/rear 

distinction, which motivates the maintenance-depth contrast modeled in this thesis. 

 

In the simulation, Strategy A represents a forward modular exchange requiring delivery of a 

larger exchange item, while Strategy B represents component-level repair supported by 

delivery of a smaller component or tooling package. The model therefore does not simulate 

rear-repair location directly; it uses the forward/rear distinction only to motivate how repair 

depth changes the item that must move through the support chain. Standard LORA focuses on 

the repair-depth decision, but it does not explain how this decision impacts the logistical 

footprint, or delivery-time load, when delivery streams are subject to interdiction. 

 

2.4.2 From Footprint to Delivery-Time Burden 
Larger modules are treated in this thesis as creating a larger physical delivery burden because 

their greater weight and volume must be moved through the support chain. This does not 

mean that the model assumes that a larger module is automatically more likely to be 

interdicted. Rather, the model assumes that a larger delivered item increases the handling, 

staging, and movement burden attached to each delivery attempt. This modeling choice 

extends the LORA logic that repair-boundary choices affect support resources and 

repair-location requirements (Basten, Schutten & van der Heijden 2009, p. 121; Basten, van 

der Heijden & Schutten 2012, p. 474) to a contested logistics setting. 
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Since a modular exchange requires the exchange unit to be brought forward, downtime is not 

only determined by the repair action itself. It is also affected by the time required to move, 

stage, and present the required item in a hostile logistics environment. The difference between 

Strategy A and Strategy B is therefore not modeled as a difference in β, since β is common to 

both strategies, but as a difference in the per-attempt delivery-time burden caused by the 

different footprint of the delivered item. 

 

The parameter that describes the connection between maintenance depth and logistic 

vulnerability is termed Footprint Index (FP) – not to be confused with the more general use of 

footprint throughout the thesis. The FP quantifies the cost associated with handling, staging, 

and moving per delivery attempt of the module. By using the above-defined model, the issue 

necessarily involves two dimensions: the physical footprint of the modules and the threat 

environment within which they are transported. In this study, FP and β are modeled as 

independent of each other. This separation follows from two underlying principles. The first 

principle assumes that although the size of a module does not impact whether it can be 

detected, it impacts the penalty incurred during each delivery attempt (t_del). It takes longer 

to move modules (Strategy A) than just individual components (Strategy B), but the danger of 

moving through the territory does not change. The second principle follows from the need to 

separate the two aspects because a civilian proxy dataset cannot process or access real-time 

sensor and threat data. Separating them isolates how maintenance-depth choices 

independently drive Ao through cumulative delivery delays. 
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3. Methodology 
In this chapter, the theoretical framework developed in Chapter 2 is translated into a 

simulation model. Moreover, the system, input data, stochastic processes, implementation 

steps, and scenario structure used to estimate β* are specified.  

 

3.1 Research Design and Approach 
The model uses a 30-day, 720-hour Monte Carlo simulation. This approach is well-suited to 

problems involving stochastic processes. It generates random objects or processes by 

computer and repeats the experiment several times to obtain quantities of interest through the 

law of large numbers and statistical inference, allowing more general models to be studied 

than is possible with purely analytical methods (Kroese et al. 2014, pp. 1–2). This is 

particularly suitable in the present case, since availability depends on a compound stochastic 

process. Subsystem failures are sampled, delivery waiting time is governed by repeated 

Bernoulli delivery attempts through β, and repair durations are drawn from right-skewed 

lognormal distributions. A closed-form expression for expected system Ao would therefore 

require simplifying the same stochastic mechanisms investigated within this thesis, especially 

once five subsystem availabilities are combined in a series-product approximation. 

 

The primary modeling decision is that logistics delay is not held constant across the two 

strategies. The repair-depth choice changes the footprint of the item to be transported, and 

footprint in turn changes the time cost of each delivery attempt, so delay itself becomes an 

endogenous factor in comparing the strategies, not an underlying background condition. 

 

The 30-day period is used as a bounded high-operational-use scenario. Retaining the 

constant-rate failure assumption presented in §2.3 over this period means that the model treats 

failures as random operational events within the mission window, rather than as outcomes of 

long-term aging or degradation.  

 

For each simulation, the failure, repair, and delivery processes are drawn, and Ao is calculated 

for each of the five subsystems. System-level Ao is then derived via a multiplicative series 

product. Strategy A and Strategy B are compared with paired random numbers, whose 
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generation method is detailed in §3.5.2. Additionally, a hybrid strategy is constructed in 

§3.4.5 and analyzed in §4.5 as an analytical ceiling, but not a third deployable concept. 

 

3.2 System Definition  
The vehicle is modeled as five independent subsystems connected in series: engine, 

transmission, suspension, hydraulics and electrical. Availability is calculated in the series by 

multiplying the Ao values of the subsystems (§2.2). If one subsystem is unavailable, then the 

whole system is unavailable. All subsystems have their own MTBF, repair parameters (μ, σ), 

weight, and volume. Weight and volume are differentiated depending on strategy. Strategy A 

dispatches the complete subsystem, while Strategy B transports only the failed component 

itself and the tools needed to change it – resulting in a lower weight and volume. In §3.3, the 

sources for the data are presented, and in §3.4.3, the FP is given. 

 

3.3 Data Sources and Parameter Mapping  
Failure information is gathered from consumers’ complaints on CarComplaints.com (n.d.), 

covering the following three models: the 2002 Ford Explorer, 2004 Ford F-150, and 2002 

Dodge RAM 1500. The selection of the above models was based on availability of data that 

covers chosen subsystems and includes repair-labor hours that match both Strategy A and B.  

 

The reported failure mileages are translated into hours of operation under an assumed constant 

average speed of 48 km/h (ca. 30 mph). This value is not taken from a specific empirical 

source; instead, it is chosen as a plausible mean operating speed across highway, urban, and 

stop-and-go conditions, and is treated as a modeling assumption rather than a measured input. 

MTBF is calculated as failure mileage divided by this speed. As discussed in §5.2.1, doubling 

or halving this assumption rescales absolute MTBF proportionally for both strategies but 

leaves β* unchanged. The labor-hours used in repairs are provided by the Open Labor Project 

(n.d.)2.  

 

The repair time parameters for Strategy A repairs follow the assumptions of 

remove-and-replace operations, such as a complete engine remove-and-replace. For Strategy 

B repairs, the parameters are based on rebuilds or component-level repair operations. 

2 Source URLs are specified in the accompanying Excel spreadsheet for each vehicle and subsystem, along with each repair 
procedure. 
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Accordingly, the footprint for Strategy A is the entire module, while the footprint for Strategy 

B is the smaller component or kit sent forward. 

 

The engine and transmission subsystems are each treated as remove-and-replace jobs under 

Strategy A, and as a rebuild of the same module under Strategy B. The suspension and 

electrical subsystems follow a nested structure. Strategy B targets a smaller part within the 

Strategy A assembly, namely the strut bearing within the strut assembly and the starter 

solenoid within the starter (i.e. component in a system). The hydraulics subsystem is the 

exception. Here, Strategy A covers power-steering pump removal and replacement, while 

Strategy B covers rack-and-pinion boots. These two processes are functionally related, but 

they are not a nested or same-module pair. 

 

The MTBF, weight, and volume parameters are calculated as a three-vehicle average based on 

the values in the Excel workbook. The repair time parameters have been averaged based on 

the log-location values, where μ is taken as an average of the vehicle parameter values, 

whereas the median is determined as exp(mean μ). Arithmetic averaging of the medians will 

not respect the lognormal assumption. 

 

3.4 Stochastic Model 
The simulation performs the following four steps in succession on each run: failure arrivals 

(§3.4.1), repair completion (§3.4.2), part delivery (§3.4.3), and calculation of availability 

(§3.4.4). 

 

3.4.1 Failure Arrivals 
Arrival of failures in the 720-hour operational time span is treated as a Poisson process with 

rate λ per operating hour. The probability of exactly k failures occurring over a period of time, 

t, is the Poisson probability mass function: 

 

  𝑃(𝑘 𝑓𝑎𝑖𝑙𝑢𝑟𝑒𝑠 𝑖𝑛 𝑖𝑛𝑡𝑒𝑟𝑣𝑎𝑙 𝑡) =  (λ𝑡)𝑘𝑒−λ𝑡

𝑘!
(2) 
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where failure rate λ = 1/MTBF is multiplied by a stress coefficient (k_stress = 1 at baseline, 2 

and 3 in the sensitivity cases) to reflect the higher failure rate expected under combat 

conditions. 

 

3.4.2 Repair Durations: Lognormal Distribution 
Repair times are drawn from a lognormal distribution with probability density function: 

 

 
  𝑓(𝑥) =  1

𝑥σ (2π)
𝑒𝑥𝑝

(− (𝑙𝑛𝑥−μ)2

2σ2 )
(3) 

x>0 

 

where the log-location parameter μ is ln (median), so the median repair time is given by 

exp(μ). The arithmetic mean of the distribution is exp(μ + σ²/2), while the linear-scale 

standard deviation is:  

 

 
 

 𝑒𝑥𝑝(μ + σ²
2 ) • 𝑒𝑥𝑝(σ²) − 1) (4) 

 

The shape parameter σ is derived using the upper and lower labor-hour bounds in Open Labor 

Project: 

 

 
 

 σ = 𝑙𝑛(ℎ𝑖𝑔ℎ)−𝑙𝑛(𝑙𝑜𝑤)
(2•1.645) (5) 

 

where high and low are treated as the 95th and 5th percentiles of the repair-time distribution. 

 

Since they are derived from administrative ±20% labor-hour bands, the baseline σ values 

cluster near 0.12. Thus, these values do not truly represent variability in the field-condition 

repair process, but rather the way the source material is defined. The sensitivity sweep 

performed in §4.4.2 examines the model behavior under higher dispersion values used as 

stress cases. The log-location parameter μ is multiplied by a repair-duration stress coefficient 

k_repair (= 1 at baseline, swept up to 3.0 in §4.4.1) to represent degraded repair conditions 

under combat conditions. 
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3.4.3 Logistical Footprint  
The normalized weights and volumes of each subsystem are expressed as a composite FP: 

 
 
 
 
 

 𝐹𝑃 = 𝑤
1

• ( 𝑊
𝑊

𝑚𝑎𝑥
) + 𝑤

2
• ( 𝑉

𝑉
𝑚𝑎𝑥

) (6) 

where w₁ = w₂ = 0.5. The normalization bounds W_max = 250 kg and V_max = 0.22 m³ were 

selected just above the largest module in the dataset, the F-150 engine at 238 kg and 0.21 m³. 

FP is capped at 1 to act as a failsafe; with the averaged inputs used in this analysis, none of 

the subsystem FP values exceed this ceiling. 

 

The per-attempt delivery time is then:  

 

 

where T_transport is the fixed transit cost (constant across all deliveries and assumed to be 

3.5 h for a 250 km one-way trip), FP^α · T_staging_max is the FP-dependent staging cost that 

differs between Strategy A and Strategy B, T_staging_max = 6 h is the maximum staging 

time (applied when FP = 1, and zero when FP = 0). Finally,  α is the staging exponent (α = 1 

at baseline, varied in §4.4.3) that controls how sharply staging time grows with FP. These 

parameters are not calibrated against real loading or convoy times and are therefore examined 

through sensitivity analysis. 

 

In the event of each failure, there is an independent probability β that a delivery is interdicted 

for the respective part: an exchange module for Strategy A and a component and tooling kit 

for Strategy B. The probability that the delivery will succeed in a particular attempt is (1 - β), 

which implies that the number of delivery attempts is distributed according to a geometric 

distribution: 

 

 
 

 𝐾 ~ 𝐺𝑒𝑜𝑚𝑒𝑡𝑟𝑖𝑐(1 −  β) (8) 
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 𝑡
𝑑𝑒𝑙

= 𝑇
𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡

+ 𝐹𝑃α • 𝑇
𝑠𝑡𝑎𝑔𝑖𝑛𝑔, 𝑚𝑎𝑥

 

(7) 



 

where K is the number of delivery attempts required until the first success. The expected 

number of attempts is E[K] = 1/(1 - β): at β = 0, E[K] = 1; at β = 0.5, E[K] = 2; and at β = 0.9, 

E[K] = 10. At β = 1 the geometric distribution is undefined, since no delivery can succeed. In 

practice, β = 1 also means no convoy gets through, which is why the simulation stops at β = 

0.95.  

 

The total waiting time (WT) for one failure is: 

 

 
 
 

 𝑊𝑇
𝑖

= 𝑡
𝑑𝑒𝑙

• 𝐾
𝑖

 
(9) 

Since each failure is associated with a unique K_i, even within the same simulation, if two 

subsystem failures occur, their respective WT values are independent of each other. Thus, the 

expected value of WT for each failure is:  

 

 
 
 

 𝐸[𝑊𝑇] =
𝑡

𝑑𝑒𝑙

(1−β)

 
(10) 

where MWT in equation (1) corresponds to E[WT] at the per-failure level; total waiting time 

entering downtime in equation (11) is the sum ΣWT_i across the n failures in a run. The 

Monte Carlo code (§3.5) samples one WT for each of the n failures that may occur in the 

simulation run. Therefore, the total downtime for one simulation run is: 

 

 
 

 𝐷𝑜𝑤𝑛𝑡𝑖𝑚𝑒 = Σ(𝑀𝑇𝑇𝑅
𝑖

+ 𝑊𝑇
𝑖
) 𝑓𝑜𝑟 𝑖 = 1,  ...  , 𝑛 (11) 

 

3.4.4 Availability Calculation 
The availability of a subsystem can be viewed as the proportion of the operational window 

that it was not down. The equation is: 

 

 
 
 

 𝐴𝑜
𝑠𝑢𝑏

=
𝑚𝑎𝑥(0, 𝑇−Σ

𝑖
(𝑀𝑇𝑇𝑅

𝑖
+𝑊𝑇

𝑖
))

𝑇
(12) 
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The sum is over all failures that occur for that subsystem, and the max function sets the result 

at zero if total downtime is greater than the total operational window, T=720h.  

 

The availability at the system level is the product of the availabilities at the subsystem level, 

since the vehicle is modeled as a series system: 

 

 
 
 

 𝐴𝑜
𝑠𝑦𝑠

= ∏𝐴𝑜
𝑠𝑢𝑏 (13) 

 

Failure counts are simulated using the Poisson process (§3.4.1), and for each failure, repair 

and wait times are sampled and deducted from the operational time window.  

 

This approach was chosen since the question concerned how to estimate the expected 

availability of strategies and the β* crossover point and not how the failures occurred within 

the time period. This simulation would have been more realistic with event scheduling; 

however, more assumptions would have had to be made to schedule these events, which could 

not be verified with existing proxy data.  

 

3.4.5 Hybrid Strategy Construction 
For each subsystem and each value of β, the simulation chooses whichever pure strategy 

results in higher subsystem-level Ao on the paired-seed configuration. System-level hybrid 

Ao is derived from the same series-product equation developed in §3.4.4. 

 

The subsystem-level Strategy B is more favorable than Strategy A when 

 

 
 
 

 𝐸[𝐾] · Δ𝑡
𝑑𝑒𝑙

 >  Δ𝑀𝑇𝑇𝑅 (14) 

where 

 
 
 

 Δ𝑡
𝑑𝑒𝑙

 =  (𝐹𝑃
𝐴α −  𝐹𝑃

𝐵α) · 𝑇
𝑠𝑡𝑎𝑔𝑖𝑛𝑔, 𝑚𝑎𝑥 (15) 

is Strategy B’s per-attempt delivery-time advantage, and ΔMTTR = MTTR_B − MTTR_A is 

Strategy B’s repair-time penalty. Thus, the hybrid indicates the optimal 
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subsystem-by-subsystem choice based on the fixed pure-strategy parameters, not an 

individually tuned force-design choice. 

 

3.5 Parameters and Implementation 
Table 2 lists all simulation inputs.   

Parameter Symbol Baseline Source / Note 
Operating window T 720 h 30-day high-intensity operation 
Stress multiplier k_stress 1.0 Sensitivity at 2.0, 3.0 in sensitivity analysis 
Repair-time multiplier k_repair 1.0 Sensitivity sweep 1.0–3.0 
Footprint exponent α 1 Linear scaling; sensitivity at 2, 3 
Contestation β 0–1.0 Interdiction probability per delivery attempt 
Convoy transit time T_transport 3.5 h Assumed 3.5 h movement time for a roughly 

250 km one-way trip 
Max staging time T_staging_

max 
6.0 h Loading, marshaling, unloading for the heaviest 

module 
Weight ceiling W_max 250 kg Marginally above heaviest module (Engine A, 

Strategy A) 
Volume ceiling V_max 0.22 m³ Marginally above largest module (Engine A, 

Strategy A) 
Simulation runs N 10,000 Monte Carlo replications per scenario; 

convergence checked in §3.5.3 
Driving speed -  30 mph 

(assumed) 
Modeling assumption; see §3.3. β* invariant 
under proportional rescaling. 

Table 2: Simulation input parameters and baseline values. 
 

3.5.1 Iteration Structure 
The simulation is implemented in Python using NumPy and Matplotlib. The trial proceeds 

through the four-step process outlined in §3.4 for all five subsystems independently. 

 

The factor k_stress increases λ – the expected number of failures in each window. k_repair 

increases μ for both strategies but does not change the distribution's shape, making repair 

durations longer while leaving the shape unchanged. This means that because the repairs 

under Strategy B last longer, the same increase in μ results in an even bigger median 

repair-time increase for Strategy B. 
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3.5.2 Random Number Generation and Reproducibility 
At every value of β both Strategy A and Strategy B have the same random seed, rendering 

comparison a paired study rather than a fully independent one. Since MTBF, k_stress, β, and 

subsystem structure are the same for both strategies, the failure-count draws and 

delivery-attempt counts are identical for any given seed. The observed difference in Ao 

therefore comes only from the strategy-specific inputs – the repair-time parameters μ and σ, 

weight and volume, the resulting FP value, and delivery time t_del. This removes sampling 

variance as a source of ΔAo. 

 

At N = 10,000, the empirical standard error of mean Ao does not exceed 0.001 when β ≤ 0.8 

and 0.002 across the full sweep β ∈ [0, 0.95]. This supports reporting the results to three 

decimal places across the analyzed range. 

 

The input values derived from the original spreadsheet were used in both the base case and 

the sensitivity analyses, and were then embedded directly in the submitted Python script. N = 

10,000 and the random seed are explicitly defined in the script. The key results are reproduced 

under the following conditions: the embedded subsystem inputs shown in Appendix A, N = 

10,000 trials using the paired-seed approach described above, and the baseline parameter 

values listed in Table 2. 

 

3.5.3 Model Verification Checks 
To ensure validity of the simulation, four validation tests are run before interpreting the 

results. The first test runs at β = 0 as a limiting case. With no interdiction, every failure costs 

exactly one delivery-time burden t_del. Simulated subsystem Ao was tested against the 

approximation: 

 

 
 
 

  𝐴𝑜
𝑠𝑢𝑏

≈1 − λ • (𝐸[𝑟𝑒𝑝𝑎𝑖𝑟] + 𝑡
𝑑𝑒𝑙

) (16) 

 

where E[repair] = exp(μ + σ²/2). 
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Across the ten subsystem-strategy cells, the maximum difference between simulated Ao and  

Ao_sub was 0.000304. This fits well with the approximation error expected from repair-time 

variance and the zero floor. 

 

The second test confirms that the lognormal repair-time sampler works. The simulation means 

of repair time were tested against their analytical counterparts:  

 

  𝑙𝑜𝑔𝑛𝑜𝑟𝑚𝑎𝑙 𝑚𝑒𝑎𝑛 𝑒𝑥𝑝(μ + σ²
2 ) (17) 

 

where for each cell, the maximum relative deviation from the analytical mean was 

approximately 0.30%. This is consistent with the Monte Carlo standard error at N = 10,000 

reported in §3.5.2. 

 

The third test checks that the β* estimates converge at the specified sample size. The 

estimates were 0.792 at N = 1,000, 0.807 at N = 5,000, 0.802 at N = 10,000, and 0.802 at N = 

20,000. From N = 10,000 to N = 20,000, the estimate changed by only 0.000451, indicating 

convergence at the chosen sample size.  

 

The fourth validation test uses a non-parametric paired bootstrap to assess uncertainty in the 

ΔAo curve. The matched Strategy A and Strategy B simulation results are repeatedly 

resampled with replacement, while keeping each A/B pair together. This is done across the 

full β range so that the shape and dependency of ΔAo(β) are retained. For each resampled 

curve, β* is recalculated by linear interpolation at the zero-crossing point. 

 

Check Target Result 

β = 0 limiting case Ao_sub ≈ 1 − λ × (E[repair] + t_del) Max deviation 0.000304 in Ao  

Lognormal sampler exp(μ + σ²/2)​  Max relative deviation 
approximately 0.30% (N = 
10,000, seed = 42) 

Convergence of β* Stable as N increases β* shift of 0.000451 from N = 
10,000 to 20,000 

Paired-bootstrap β*  Resampled paired ΔAo(β) curves Bootstrap interval reported in §4.3  

Table 3: Summary of model verification checks.  
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3.6 Scenario Design and Sensitivity Analysis 
The sensitivity analysis varies k_repair, σ, α, and k_stress to test whether the break-even β* is 

driven primarily by repair burden, repair-time dispersion, logistical footprint, or failure 

intensity. All transit and staging parameters are held at the Table 2 baseline unless explicitly 

stated otherwise. 

 

The transportation transit parameters are defined based on a journey between a logistical node 

in Luleå, Sweden and a forward position in Rovaniemi, Finland – a plausible northern Nordic 

reinforcement corridor in a high-intensity conflict scenario, and consistent with Sweden’s role 

as a logistics corridor following the establishment of NATO’s Joint Logistics Support Group 

command in Enköping (Government Offices of Sweden 2025). 

 

3.6.1 Interdiction and Repair-Time Sweep (β, k_repair) 
k_repair is varied from 1.0 to 3.0 and β between 0 and 0.95, defining a 2D space (β, k_repair) 

where β* is the zero-crossing of ΔAo.  

 

For each point in the space, ΔAo = Ao(A) - Ao(B). If k_repair is fixed, β*(k_repair) 

represents the value of β where ΔAo = 0. So, when sweeping k_repair the β*-curve across the 

dominance plane is generated. The baseline β* reported in Chapter 4 is achieved at k_repair = 

1.0. 

 

The main β* result is generated by sweeping β over [0, 0.95] at k_repair = 1.0, k_stress = 1.0, 

and α = 1. Sensitivity runs vary one parameter at a time while holding the remaining 

parameters at baseline values. 

 

3.6.2 Sensitivity to Repair-Time Dispersion (σ) 
Repair-time dispersion is tested using a global σ sweep. The baseline σ values derived from 

Open Labor Project ranges are approximately 0.12 across subsystem-strategy cells. The 

sensitivity analysis varies σ within the set {0.05, 0.10, 0.20, 0.30, 0.50}, while keeping all 

other parameter values at baseline. Results are reported in §4.4.2. 
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3.6.3 Sensitivity to the Footprint Scaling Exponent α 
To isolate the influence of the footprint exponent, the simulation is run at α = 2 and α = 3 

while keeping all other parameters at baseline. When FP ∈ (0, 1), FP^α becomes smaller as α 

is increased. This reduces the staging-time penalty for modules with a smaller FP. However, 

modules whose FP is close to 1 are less affected, since 1^α = 1 regardless of α. Results are 

reported in §4.4.3. 

 

3.6.4 Sensitivity to Failure-Rate Stress (k_stress) 
Here, the value of k_stress is varied across 1.0, 2.0, and 3.0, with all other variables held 

constant. As k_stress influences both Strategy A and Strategy B similarly, Ao is reduced for 

both strategies while β* remains structurally the same. The test determines whether this holds 

numerically over the sweep, and this data can be found in §4.4.4. 

 

3.6.5 Proxy-Data Composition Robustness  
This analysis is reproduced using a separate robustness script located in Appendix B. The 

purpose of the MTBF proxy-data robustness test is to check whether β* depends on the 

construction of the MTBF proxy data. Two additional aggregation techniques are tested: 

complaint-weighted subsystem MTBF values and averages computed with each vehicle 

excluded in turn (leave-one-out). The model is also run excluding hydraulics from the test, 

since the difference between Strategy A and B’s respective task is the least significant in the 

dataset. A further check varies all Strategy A weights by ±10% to test the sensitivity of β* to 

the footprint inputs. The rest of the baseline inputs remain unchanged. These checks test the 

stability of the headline β* result under alternative data aggregations and footprint inputs – so 

that they do not redefine the baseline scenario. 
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4. Results 
The chapter follows the structure of §1.4: the baseline comparison of Strategy A and B and β* 

are presented first, followed by sensitivity and robustness checks, and finally the 

supplementary hybrid ceiling. 

 

4.1 Baseline Parameters  
The base parameter values assumed throughout the simulation unless otherwise specified are 

listed in Table 2: α = 1, k_stress = 1.0, k_repair = 1.0, W_max = 250 kg, V_max = 0.22 m³, 

T_transport = 3.5 h, and T_staging_max = 6.0 h. All the scenarios simulated had a simulation 

period of 720 hours and were performed with 10,000 Monte Carlo iterations. 

 

4.2 Strategy A versus Strategy B 
In Figure 1, the mean Ao of Strategies A and B as a function of β is displayed. At β = 0, 

Strategy A performs marginally better than Strategy B (0.981 versus 0.973) because 

module-level repair time is shorter for Strategy A under permissive logistics. As β increases, 

this performance gap closes and then reverses; Strategy B’s mean Ao is greater when β > β*. 

 

The switchover from Strategy A to Strategy B occurs because of Strategy B’s smaller 

footprint – not from unequal exposure to interdiction, since β values are equal for Strategies A 

and B. Each failure initiates one delivery process, and the number of attempts needed for a 

successful delivery grows as interdiction increases. Strategy B benefits because its smaller 

footprint reduces the per-attempt delivery time. As the expected number of delivery attempts 

rises, Strategy B's per-attempt savings accumulate until they overcome Strategy A's shorter 

repair time. 
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Figure 1: Mean Ao vs. β. Crossover at β* ≈ 0.80. Baseline: α = 1, k_repair = 1.0. 

 

4.3 Break-Even Threshold and Stability of the Result 
Where the intersection occurs (at 0.802 in Figure 1), Strategies A and B are equal in terms of 

expected system-wide Ao. Since E[K] = 1/(1 − β), this corresponds to an expected five 

delivery cycles per successful arrival. The paired bootstrap performed in §3.5.3 yields a 95% 

confidence interval around β* of [0.797, 0.807]. This is a Monte Carlo error on the estimated 

crossover under the assumption that the baseline parameterization is fixed. The interval 

therefore captures sampling variance only, with all model parameters held fixed. Other 

sources of uncertainty – model structure and parameter choices, for instance how staging time 

scales with FP – could shift β* by more than this interval shows. That the confidence interval 

is relatively narrow shows that this value does not seem overly sensitive to bootstrapping. 

 

This break-even point is where the savings of faster repair time in Strategy A are offset by its 

higher delivery-time cost per attempt. Below β*, modular exchange dominates due to its 

repair-time advantage; above it, component-level repair outperforms because its footprint 

advantage mitigates repeated delivery delays. This does not imply that Strategy B is less 

susceptible to interdiction, since both strategies share the same β value. However, under 

Strategy B it takes less time if more than one delivery attempt has to be made.  
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These results give more precision to the break-even point without invalidating it. Dispersion 

in run-level Ao becomes large as β approaches and then exceeds β*. The standard deviation is 

0.061 for Strategy A and 0.056 for Strategy B at β = 0.80, and 0.203 for Strategy A and 0.169 

for Strategy B at β = 0.95. This suggests that the break-even point is robust from an 

expected-value point of view, but not robust from a prediction of what will happen to a single 

run  given maximum interdiction. Hence, β* should be seen as an expected-value boundary 

rather than a deterministic boundary of operations. 

 

Figure 2: Ao distribution across 10,000 runs at β = 0.80 and β = 0.95 (high interdiction).  

 

4.4 Sensitivity Analysis Results  
The following subsections test whether the baseline β* depends on repair assumptions, 

footprint scaling, failure-rate stress, or proxy-data composition. Where possible, a contour 

plot of ΔAo = Ao(A) − Ao(B) is produced, and the break-even boundary is displayed at ΔAo 

= 0. The σ and proxy-data checks do not vary β continuously and are therefore reported as 

point comparisons against baseline. 

 

4.4.1 Repair-duration stress (k_repair)  
The strategy-dominance plane is given in Figure 3 in terms of the β and k_repair axes, with 

the values of ΔAo = Ao(A) − Ao(B), in percentage points (pp), given in the respective cells. 

The black contour represents ΔAo = 0. 
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An increase in k_repair moves the break-even curve further to the right: β* = 0.802 when 

k_repair = 1.0, β* = 0.868 when k_repair = 1.5, and β* = 0.934 when k_repair = 3.0. This is 

due to the fact that while the increase in expected repair times is identical in proportional 

terms for both strategies as k_repair increases, the higher expected repair time of Strategy B 

implies that the absolute increase in repair time associated with the common repair stress is 

greater for Strategy B. This requires additional interdiction before Strategy B’s footprint 

advantage will exceed its repair-time disadvantage for higher values of k_repair. A crossover 

occurs in every tested k_repair case, shifting further to the right as repair stress increases 

identically for both strategies. 

 

Figure 3: ΔAo heatmap (pp). Black contour = break-even. α = 1. 

 

4.4.2 Repair-Time Dispersion (σ) 
When testing for repair-time dispersion, σ is varied across {0.05, 0.10, 0.20, 0.30, 0.50}, 

while the other parameters are fixed at baseline values. As can be observed from Table 4, β* 

ranges from 0.801 to 0.823 across the full sweep, corresponding to a change of 0.022. This 

value is smaller than that generated by varying k_repair, and is further evidence that the 

crossover is resilient to repair-time dispersion. The result is consistent with the crossover 
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being driven by the median repair-time gap and delivery-footprint asymmetry, rather than by 

variance in repair duration. 

 

σ β* 

0.05 0.801 

0.10 0.802 

0.20 0.804 

0.30 0.809 

0.50 0.823 
Table 4: β* under uniform repair-time dispersion σ. 
 

4.4.3 Footprint Exponent (α)  

​ ​ Figure 4: Strategy advantage (ΔAo = Ao(A) − Ao(B)) vs β at α = 1, 2, and 3. 

 

For increasing α, the break-even contour shifts rightward: for α = 1.0, β* = 0.802; for α = 2.0, 

β* = 0.855; and for α = 3.0, β* = 0.886. 

 

This follows from how FP^α scales. Since FP ∈ [0, 1], raising FP to a higher power makes it 

smaller. For example, 0.1² = 0.01 and 0.1³ = 0.001, while 1² = 1³ = 1. A higher α therefore 
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shrinks the staging cost of light shipments more than heavy ones, since shipments with FP 

close to 1 are barely affected. Because Strategy B has the smaller footprint, its staging cost is 

compressed more than Strategy A's, and the per-attempt delivery-time gap between the two 

strategies narrows. Strategy B's footprint advantage is thus weaker at higher α, so a higher 

interdiction level is needed before that advantage overcomes its repair-time disadvantage. 

 

4.4.4 Failure-Rate Stress (k_stress) 

Figure 5: Strategy advantage (ΔAo = Ao(A) − Ao(B)) versus β for different values of k_stress. Higher 

k_stress lowers absolute availability for both strategies, but the break-even value β* remains nearly 

unchanged, varying by less than 0.005. 

 

Repeating the baseline β scan but with higher stress provides virtually the same β*. For 

k_stress = 2.0 and 3.0, β* ≈ 0.805 and 0.804, whereas for the baseline β* ≈ 0.802. 

 

What is affected is Ao. Higher stress results in lower Ao for both strategies across the board. 

For β = 0, the average Ao(A) decreases from 0.981 for k_stress = 1.0 down to 0.963 for 

k_stress = 2.0 and down to 0.945 for k_stress = 3.0. This is paralleled by Ao(B). As a result, 

ΔAo at β = 0 increases from 0.8 percentage points at baseline to 1.5 percentage points at 

k_stress = 2.0 and up to 2.2 pp at k_stress = 3.0. This means that under stress, Strategy A's 
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advantage at low β is amplified, yet both curves still intersect at essentially the same β*. The 

asymmetric driver of strategy ordering is β, not k_stress. 

 

4.4.5 Proxy-Data Composition (Robustness) 
Unlike the sensitivity analysis, which has varied modeling assumptions, the robustness test 

involves varying the actual data points. The verification code presented in Appendix B 

re-calculates the subsystems’ MTBF according to two different methods while maintaining 

other inputs constant. In the complaint-count weighted average3, β* shifts by 0.006 (from 

0.802 to 0.796). When each vehicle is excluded in turn, β* equals 0.803 without the 2002 

Ford Explorer, 0.795 without the 2004 Ford F-150, and 0.804 without the 2002 Dodge RAM 

1500. The total span is 0.009 which is not as large as the range created when k_repair = 1.5.  

 

This test does not validate the civilian proxy data as a substitute for military data. It only 

indicates that the estimated β* is not highly sensitive to which civilian proxy vehicle is 

included in the aggregation. 

 

The second test excluded hydraulics and re-ran the four-subsystem chain. There was a small 

difference in β*, which changed from 0.802 to 0.800. Thus, proxy-data quality for hydraulics 

matters more for interpreting subsystem-level findings than for estimating β*.  

 

A third test varies all Strategy A weights by ±10% to check whether β* depends on the 

footprint inputs. β* shifts to 0.815 at −10% and 0.790 at +10%, a total range of approximately 

0.025. The direction matches the qualitative claim in §5.2.1: overstating Strategy A weight 

enlarges its delivery-time penalty and pushes β* left, while understating it pushes β* right. 

The magnitude is comparable to the σ sweep (0.022 in §4.4.2) and larger than the MTBF 

aggregation range (0.009 above), but smaller than the shifts produced by k_repair or α. 

 

4.5 Supplementary Analytical Ceiling: Hybrid Strategy 
The hybrid approach is developed in two steps. First, paired subsystem-level simulations of 

Strategies A and B identify the preferred strategy for each subsystem at each value of β. 

Second, the system-level hybrid is simulated with the identical base seed as the two pure 

3 This is done to mitigate the variation in the complaint reports from CarComplaints.com. For more information, 
see the Excel sheet.  
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strategies; the seeds are preserved to ensure a valid comparison. Thus, the hybrid is more 

accurately perceived as an analytical upper bound than an operationalizable maintenance 

concept.  

 

Table 5 presents system Ao for all three strategies at selected β values, with the subsystems 

assigned to Strategy B listed in the final column. Below β = 0.70, no subsystem favors 

Strategy B, so the hybrid is identical to pure modular exchange. Switching begins at β = 0.70 

with suspension. By β = 0.80, electrical and engine have also switched to Strategy B. Above β 

= 0.90, all five subsystems favor Strategy B, making the hybrid identical to pure 

component-level repair. 

 

β Ao(A) Ao(B) Ao(H) Subsystems on B 

0.00 0.981 0.973 0.981 None 

0.10 0.980 0.973 0.980 None 

0.30 0.977 0.970 0.977 None 

0.50 0.972 0.966 0.972 None 

0.70 0.959 0.955 0.959 Suspension 

0.80 0.943 0.943 0.944 Engine, suspension, electrical 

0.90 0.896 0.905 0.905 All five 

0.95 0.809 0.832 0.832 All five 

Table 5: System Ao by strategy and hybrid subsystem assignments. Ao(H) denotes the hybrid. 
 

The hybrid strategy is only worthwhile in a very small region of the problem around the 

crossover. Elsewhere, the benefit of pure strategies lies largely in their simpler structure and 

in their delivering essentially the same Ao as the hybrid.  

 

Hybrid gains therefore depend on accurate estimates of the within-system repair-time and 

footprint disparities. These quantities determine the subsystem switching points and are also 

proxy inputs that limit interpretation of the overall β* value. Additionally, the hybrid strategy 

therefore does not bypass the data-transferability issues discussed in §5.2. 
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4.5.1 Per-Subsystem Switching and the Limits of the Hybrid Ceiling 
The sequence in which a subsystem switches corresponds to the per-subsystem break-even 

condition derived in §3.4.5. Strategy B is preferable whenever E[K] · Δt_del > ΔMTTR. The 

remainder of this section explains the per-subsystem switching sequence in terms of these 

quantities. 

 

The suspension subsystem switches first (β* ≈ 0.66). Its penalty in repair time is relatively 

small (≈ 0.57 h) in comparison to its delivery-time advantage per attempt (≈ 0.19 h), so it 

needs only E[K] ≈ 3.0. The electrical subsystem switches over next (β* ≈ 0.73). Its 

repair-time penalty is smaller still (≈ 0.23 h), but its delivery-time advantage per attempt is 

also rather small (≈ 0.06 h), giving E[K] ≈ 3.6. The engine subsystem follows (β* ≈ 0.75). Its 

delivery-time advantage per attempt is the largest of the five subsystems (≈ 4.23 h), but its 

repair-time penalty is also the largest (≈ 17.1 h), so it requires E[K] ≈ 4.1 to cross over. The 

transmission subsystem switches at β* ≈ 0.86, and the hydraulics last at β* ≈ 0.89. Although 

the hydraulics and suspension subsystems suffer from the identical repair-time penalty (≈ 0.57 

h), hydraulics’ per-attempt delivery advantage is far smaller (≈ 0.06 h), leading it to require 

E[K] ≈ 8.7, nearly three times the retry burden needed for suspension. The switching 

sequence therefore tracks the per-subsystem ratio of repair-time penalty to delivery-time 

advantage, with subsystems requiring lower E[K] crossing over at lower β. 
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5. Discussion  
This chapter interprets results in four distinct steps. §5.1 focuses on the logic for the 

break-even point and the implications of the break-even point for the comparison between 

Strategy A and Strategy B. §5.2 delineates the boundaries of the interpretation and separates 

the limitations introduced by the use of proxy data from assumptions and omissions 

concerning the model. §5.3 outlines directions for future research. §5.4 and §5.5 focus on the 

consequences of the break-even point logic on doctrine, force design and the re-distribution of 

the logistics exposure. In this sense the chapter progresses from the quantitative outcome to 

the boundary of the interpretation of that result and to the consequences of the outcome. 

 

5.1 Understanding the Break-Even 
The output results address the research question with a condition. The original threshold of β* 

≈ 0.80 is not the operational break point. It is a reflection of the proxy values and assumptions 

about the footprint of each alternative and this particular delivery model. The important fact 

remains the conditional nature of the break-even point: the benefit of modular exchange, over 

(baseline) component repair, will dominate as long as the reduction in downtime at the service 

facility exceeds the costs associated with delivering the alternative. If interdiction 

probabilities are high enough to force repeated delivery attempts, the increased delivery times 

of bulkier exchange items will tip the balance in favor of repairing the existing component at 

the service facility. 

 

This analysis provides a clear indication of the key drivers of the threshold. k_repair and α 

shift β* materially because both change the relative post-failure burden between strategies. 

k_repair does so by amplifying Strategy B’s longer baseline repair durations, while α controls 

how strongly footprint translates into delivery time. k_stress simply reduces the availability 

for both strategies without affecting β* significantly since the model applies failure-rate stress 

symmetrically. The premise is that a repair-depth decision in a combat logistics setting is an 

interaction problem. In other words, one cannot model repair time, the logistic footprint, 

interdicted retries, and operational availability as separate calculations. 
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Research Question element Model mechanism  Result  

Main RQ / SQ1 (§1.4): At what 
interdiction level do the two 
strategies yield equal 
availability under baseline 
conditions? 
 

β sweep with ΔAo = Ao(A) − 
Ao(B) at baseline parameters 

The strategies cross at β* ≈ 
0.80, with a 95% bootstrap 
interval of [0.797, 0.807] 

SQ2 (§1.4): How does β* shift 
when repair-side conditions 
change (k_repair, σ)? 
 

k_repair and σ sweeps Longer repair times move the 
crossover materially to the right 
(β* = 0.87 when repair times 
are 50% longer, and 0.93 when 
they are tripled). Repair-time 
variability has limited effect, 
with β* staying within roughly 
two percentage points across 
the tested range 

SQ3 (§1.4): How does β* shift 
when logistics- or failure-side 
conditions change (α, 
k_stress)? 
 

α and k_stress sweeps A steeper footprint penalty 
moves the crossover materially 
to the right (β* = 0.86 at α = 2 
and 0.89 at α = 3). Higher 
failure rates affect both 
strategies almost equally and 
shift β* by less than half a 
percentage point 

Overall inference Comparison across all 
scenarios tested 

The numerical value of β* is 
illustrative under civilian proxy 
data. The structural contribution 
is the threshold mechanism 
itself, not the specific number 

Table 6: How the sub-questions (SQ1–SQ3) from §1.4 map to model mechanisms and to the 

interpretation of β*. 

 

5.2 Limitations  
§5.2.1 covers data-input limitations, §5.2.2 covers consequences of the modeling 

assumptions, and §5.2.3 summarizes both in tabular form. The transferability of civilian 

proxies is discussed first. 

 

5.2.1 Data Inputs  
First is the concern of overestimating the absolute magnitude of Ao. An instance of the type 

of influence that causes this overestimation was reported by the Director, Operational Test and 

Evaluation (DOT&E) evaluation of the Bradley M2A4 modification. This analysis on 

reliability improvement factors showed that during the Engineering Change Proposal 2 
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(ECP2) design development testing, the combat mission miles-between-failures was 281, 

whereas the rate requirement was 400 (DOT&E 2017, p. 102). This implies that if the inputs 

for wear-failure are civilian data, then military reliability will be overestimated. It may be 

possible to compensate by using k_stress, but it will not scale the reliability prediction to a 

platform it is not based on.  

 

Second is the expectation that the parameter β* will be robust. This is primarily because 

Strategy A and Strategy B share the same subsystem arrangement, aligned failure-count 

draws, and the same k_stress multiplier. Thus, the major contributors that affect the β* 

parameter are the time-to-repair and FP of Strategy A and Strategy B. Robustness tests in 

§4.4.5 applied complaint-count weighting and leave-one-vehicle-out aggregation, where β* 

shifted by no more than 0.009, and ±10% variation of Strategy A weights, where β* shifted 

by up to 0.013 in either direction. 

 

Third, there are two issues associated with inputs to be noted. First, a constant average speed 

of 30 mph is implicit in the mile-hour conversion. If this assumption is changed to 60 mph, 

then the predicted MTBF of both strategies will decrease by half. The absolute Ao will vary 

while β* remains constant. Second, the Strategy A and B job pairings differ in how closely 

they map across subsystems. 

 

For the engine and transmission subsystems, the pair comparison is removal-and-replacement 

jobs for Strategy A versus rebuilding the same module for Strategy B. For suspension and 

electrical, the pairing is nested, with the Strategy B job being a subset operation within the 

Strategy A job rather than a parallel one. For hydraulics, the n < 30 measurement points could 

mean lower statistical validity; however, this was highlighted in §3.3 and subsequently 

analyzed through the four-subsystem robustness test in §4.4.5. 

 

Fourth, a main input constraint lies in the FP calculation. Within the Excel workbook, the 

weights and volumes for the Strategy B package were developed including component kits, 

tooling, and tooling plus kit composites. However, the entries for these were estimated, not 

actual calculations based on real military shipping package weights. Because the crossover is 

driven by the gap between the strategies' FP calculation, an overstatement in the calculation 

will push β* left, and an understatement will push it right. Therefore, the reported β* is 
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dependent upon the FP input for the workbook. A ±10% variation of all Strategy A weights 

confirms this direction, and the numerical results are reported in §4.4.5.  

 

5.2.2 Modeling Assumptions and Scope Exclusions  
The k_stress factor increases the likelihood of failure symmetrically in both scenarios. It 

serves as a partial adjustment for the discrepancy between civilian and combat operational 

conditions but cannot be used to fit the model to a particular platform without observing the 

corresponding reliability figures. The symmetric nature of k_stress implies that this parameter 

moves the absolute value of Ao by a greater degree than β*, as discussed in §4.4.4. 

 

The σ values utilized in the baseline represent the interpretation of the Open Labor Project's 

upper and lower limits on the repair-time distribution as the 5th and 95th percentile values. In 

case the source ranges are actually min–max values, σ will be underestimated. The uniform 

sweep of σ values in §4.4.2 investigates how the assumption of different dispersion affects the 

model. 

 

It is necessary to assume that the subsystems' availabilities are statistically independent within 

the framework of the series-product model (Ebeling 1997, p. 259). Common-cause failure, 

combat damage, and cascading failures between subsystems are not considered. The 

simulation is performed using a downtime-budget approach instead of event-driven 

continuous modeling. Failures, repair times, and waiting periods are sampled separately for 

each subsystem and deducted from the 720-hour budget assigned to the entire run. Failure 

times are not sampled directly, the excess downtime is not cut off, and the simultaneous 

unavailability of multiple subsystems is ignored. As a result of the symmetric nature of the 

approximation, its effect will primarily be seen in the absolute Ao, not the relative comparison 

between Strategy A and B. However, β* is sensitive to this accounting at higher β values, 

since cumulative waiting time grows as failed delivery attempts repeat. 

 

With β = 0.95, only 57 out of 10,000 trials with Strategy A and 8 out of 10,000 with Strategy 

B achieve the system-level Ao of 0. At high β, the observed standard deviation in Ao partly 

reflects values at zero rather than normal dispersion around the mean. While the system-wide 

floor does not affect the β* value much, the absolute Ao values in the tail of the distribution 

should be treated carefully. 
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The sampling variability of β* was estimated with the help of the paired-bootstrap procedure 

described in §3.5.3 and reported in §4.3. The variability of the civilian proxy inputs, the 

repair-job mappings, and the FP estimates was assessed through the robustness analysis in 

§4.4.5, and should be read as a data-transferability limitation rather than as simulation 

uncertainty. 

 

5.2.3 Summary of Limitation Effects 

Assumption / 
limitation 

Affected 
result 

Direction of Bias Favors Strategy 
A or B? 

Consequence 

Civilian Proxy 
MTBF 

Absolute 
Ao  

Unknown Neither clearly β* more reliable 
than absolute Ao 

Footprint Estimates β* Larger A footprint 
shifts β* left, smaller 
A footprint shifts β* 
right 

Depends Crossover 
conditional on 
footprint 
assumptions 

Series product / no 
downtime overlap 

Absolute 
Ao 

May bias absolute Ao 
downward 

Neither clearly β* more robust 
than absolute Ao 

Table 7: Summary of limitation effects on β* and absolute Ao, with the directional bias and which 

strategy is favored. 

 

5.3 Future Research 
First, one method to enhance the value of the model would be to replace the civilian data with 

military platform data, such as failure rates, repair times, module weight, kit-component 

footprint, level of stores, and repair-node capacity. With empirically determined military 

platform data, such as that from a CV90, this would allow a more valid comparison of 

alternative strategies and extend the analysis beyond a simple illustration of threshold 

dependence. It would also mitigate the problem with estimated weight/volume values 

discussed in §5.2.1.  

 

Second, the addition of local storage, queueing at maintenance nodes, fragility of repair 

nodes, spares stocking, transport attrition, and time-dependent failure modes, such as Weibull 

degradation models (Rausand & Høyland 2004, pp. 37–41), would provide further useful 

extensions to the model; however, these are ideally added one at a time, as each might 

significantly affect β*. 
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Third, the study of component-level forward production could be included. If materials could 

be produced locally, or repaired by portable manufacturing/machining units, the waiting time 

for components to be transported could be reduced by replacing transport waiting time with 

local manufacturing or production time. According to Harden-Ploeger, mobile manufacturing 

technology could alleviate material shortages and reduce logistics dependence on routes 

vulnerable to enemy attack. It could also reduce downtime for automated systems in denied 

zones (Harden-Ploeger 2026, pp. 44–45). This variable would be implemented in the model as 

an additional production-time layer beside the current transport waiting-time layer. 

 

5.4 Implications for Force Design and Doctrine 
The discussion below should be understood to be subject to the limitation on the range of the 

model: these implications are with respect to the direction of the trade-off of maintenance and 

depth under the listed assumptions, not an action prescription in terms of designing a specific 

fleet. 

 

The model itself could be seen as an input to the process of determining military utility, but 

not a complete decision aid. Andersson et al. (2015, p. 19) define military utility as: “a 

compound measure of the military effectiveness, of the EoI’s4 suitability to the military 

capability system and of the affordability.” This implies that even if a maintenance strategy 

performs well from a purely technical standpoint, that does not necessarily make it 

operationally useful. The model focuses on one of those three components: estimating the 

impact of maintenance-depth choices on the Ao of the asset in contested logistics 

environments. The model does not directly address questions about cost of acquisition, cost of 

inventory, tooling and training requirements, or implementation feasibility. 

 

Returning to the Russian logistics discussion from the introduction, Skoglund, Listou and 

Ekström (2022, pp. 107–108) describe the Russian command's dependence on rail 

infrastructure. While some road transport was used, particularly in the final distribution stage 

where supplies were moved to the frontline, supplies were moved primarily by rail. When 

Ukrainian attacks disrupted railway infrastructure, the distance from depots to units increased, 

which would have implied greater reliance on road transport – capacity the authors judge to 

have been insufficient. 

4 Element of Interest 
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Schwartz et al. (2023, pp. 51-52) describe the same problem in a later phase of the war. 

HIMARS strikes forced Russia to move logistics depots beyond effective strike range. Russia 

adapted by moving depots farther to the rear, dispersing ammunition storage, and changing 

distribution methods. However, these adaptations also made logistics support more 

complicated and reduced Russia’s artillery advantage.  

 

These examples do not on their own validate β* directly; instead, they support the broader 

model framework – when logistics nodes and transport routes are disrupted, distance, staging 

burden and delivery reliability become operationally important. Within that scope, the model 

could potentially be used in planning or procurement processes.  

 

If the estimated interdiction probability exceeds the modeled crossover point, 

component-level repair becomes availability-preferred within the model assumptions. The 

repair-stress sensitivity helps explain why this result should not be taken at face value: when 

k_repair increases from 1.0 to 1.5, β* changes from 0.80 to 0.87. What this means in practice 

is that a decrease in the repair performance under stress only increases the desirability of 

modular exchange at the upper-range interdiction levels, pushing the component-level repair 

break-even point further to the right.  

 

A related caution applies to the hybrid result. The hybrid is merely a tool for analysis, not a 

plausible design trade-off. While changing concept is free in the simulation, the hybrid 

requires two capability sets simultaneously – heavy-lift and transport capability for modular 

exchange, together with diagnostic tools, skilled personnel, and forward logistics support 

elements for component-level repair. LORA-based work treats fixed resource investments of 

this kind – training, repair equipment, and skilled personnel – as a first-order cost alongside 

variable costs (Basten, van der Heijden & Schutten 2012, pp. 474–475), and these overheads 

are not modeled here. Around the crossover, the incremental Ao benefit of the hybrid over the 

better pure strategy is only about 0.1 percentage points, making it appropriate to consider the 

hybrid as an upper bound on performance rather than a deployable third concept. This does 

not make the framework irrelevant for force-design discussions, but might limit the type of 

conclusion drawn from it. 
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Theoretically, the model could be used as an analytical input in pre-operation comparison of 

modular components in Försvarets materielverk (FMV) procurement and support-design 

situations. In regard to sustainment planners for Försvarsmakten, the proposed approach 

might help make decisions about whether to continue with modular exchange as the optimal 

concept or transition to component repair as the interdiction risk increases. Scenario analysts 

can vary threat and corridor parameters to observe shifts in the optimal maintenance concept. 

The model should therefore not be read as producing doctrine for a specific maintenance 

concept. Rather, it identifies the variables that determine when one concept becomes 

preferable to another under the model assumptions.  

 

5.5 Wider Implications of Redistributed Logistics 

Exposure 
Having considered the implications for force design and doctrine in the previous section, this 

section focuses on the last implication of the break-even logic – the distribution of exposure 

across the logistics system. This section does not posit a second outcome variable or a second 

model. It continues to use the same mechanism developed across the thesis, namely that the 

depth of maintenance dictates the nature and quantity of the material that must traverse the 

support system, and hence the location of concentrated exposure. 

 

The implication here is the redistribution rather than the elimination of risk. With Strategy A, 

more burden is placed on rear-to-front movement, convoy crews, material handlers and 

personnel working at logistical nodes. With Strategy B, it is placed on forward maintainers 

and personnel working closer to the front, where they must spend longer working at the depth 

required. The model can thus indicate the location of increased exposure, but it does not 

measure that exposure. 

 

These societal implications become more important when civilian infrastructure is treated as 

part of the logistical chain. Roads, railways, bridges, and ports are not purely military spaces. 

Military logistics depends heavily on civilian highway and railway infrastructure – designated 

in the US as STRAHNET (Strategic Highway Network) – for moving troops, equipment, and 

supplies, and Chung et al. (2025, p. 2) identify these networks as vulnerable to disruption in 

contested environments. A maintenance concept that depends more heavily on large 
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rear-to-front movements therefore also shifts part of its operational risk onto shared 

infrastructure, nearby communities, and civilian installations. 

 

This is also why dispersion matters. Zabrodskyi et al. (2022, p. 54) show that long-range fires 

made stockpiles, training establishments, and maintenance facilities vulnerable once 

identified, which forced maintenance facilities to be moved farther from the front and 

dispersed to increase the enemy’s search burden. The implication for this thesis is that 

sustainment concepts built around larger and more consolidated logistics flows may also 

increase the value and detectability of logistics movements and nodes. Skoglund, Listou and 

Ekström (2022, pp. 105–108) make a similar point in their discussion of Russian logistics, 

which depended heavily on rail distribution close to combat units and road movement for 

final distribution. Ukrainian attacks on supply lines, railways, and bridges obstructed Russian 

movement and increased logistics distances.  

 

This marks the limit of what the model's decision logic can resolve. A strategy can be 

favorable in terms of modeled Ao while transferring risk to actors, locations, or infrastructure 

outside the model. β* therefore does not provide a complete operational decision rule. It only 

identifies when the modeled availability advantage is obtained – the strategic decision must 

also consider where risk exposure is transferred. 

 

5.5.1 Ethical Implications  
The risk-shifting discussed throughout the thesis must be considered in a 

maintenance-strategy selection process. While Strategy A, based on modular exchange, has 

shorter forward repair times than Strategy B, this is done at the expense of shipping larger 

items through the sustainment chain. Strategy A thus increases risk with regard to material 

flow between rear and front areas, personnel who handle the materials, convoys, logistics 

depots, and the structures that support convoy movement. Strategy B, based on 

component-level repair, reduces the shipping footprint, but increases the risk posed to repair 

personnel at the front, who must remain in proximity to the point of repair for longer periods 

of time. The model, to an extent, accounts for this through the decreased shipping footprint 

and changes in the items to be shipped. It does not, however, account for which allocation of 

risk is preferable between rear-area personnel, infrastructure, and forward repair personnel. 
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Civilian infrastructure must also be taken into account. Many parts of the transportation 

infrastructure that may be useful for military sustainment can also serve civilian purposes. 

Hathaway, Khan and Revkin (2025, p. 2652) list bridges, roads, trains, and airports as 

examples of transportation infrastructure that may serve both civilian and military purposes. 

However, this does not create a separate legal category of so-called “dual-use” infrastructure. 

Under International Humanitarian Law (IHL), an object must still be classified either as a 

civilian object or as a military objective – there is no intermediate category (Hathaway, Khan 

& Revkin 2025, pp. 2664–2665). 

 

The abstract shipping environment of the model should thus not be viewed as a bare military 

space, but as a geographic environment of terrain, routes, and nodes that may include both 

military and civilian infrastructure. As Hathaway, Khan and Revkin (2025, pp. 2733–2734) 

argue, especially in modern urban warfare involving non-state armed groups, it can be 

difficult to separate objects used by combatants from those used by civilians. Both combatants 

and civilians may rely on the same "buildings, roads, bridges, infrastructure, manufacturing 

facilities, and financial institutions" (Hathaway, Khan & Revkin 2025, p. 2733). Harm caused 

to such objects can therefore also negatively affect non-combatants. While the model 

interprets interdiction as a delay, in which an attempted delivery that is not completed 

postpones the operation and contributes to system downtime, it does not take into account 

affected civilians, civilian services, or collateral effects on civilian life. This matters because 

Hathaway, Khan and Revkin (2025, pp. 2734–2735, 2741–2744) argue that proportionality 

should consider deaths and injuries, loss of civilian use, reverberating effects and cumulative 

harm. 

 

The final issue to be raised is optimization. The model provides a single value, β*, at which 

the advantage shifts from modular exchange to component-level repair, assuming that a 

specific set of conditions is met. This shows when the repair-time advantage of modular 

exchange is outweighed by repeated delivery attempts. However, it cannot be treated as a 

complete strategy. Military utility consists of effectiveness, appropriateness within the wider 

military system, and affordability (Andersson et al. 2015, p. 19). This thesis contributes 

mainly to the effectiveness dimension by modeling Ao. The calculation therefore leaves 

various problems outside the model, such as the ethics of risk distribution and the continuing 

long-term effects of damaged infrastructure, especially where loss of civilian use, 
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reverberating effects and cumulative harm are at issue (Hathaway, Khan & Revkin 2025, pp. 

2734–2735, 2741–2744). 

 

Although these ethical issues lie outside the scope of the model, they remain relevant to 

maintenance-strategy selection. Strategy A may outperform Strategy B across many threat 

levels, but at the cost of a larger delivery footprint and greater dependence on supporting 

infrastructure. Strategy B may become preferable at higher threat levels, but requires repair 

personnel to remain exposed for longer periods. The model identifies the availability 

crossover point between the strategies, but not which distribution of risk should be preferred. 
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6. Conclusion  
6.1 Key Contribution  
This thesis answers the research question by determining that modular exchange retains a 

higher operational availability up to a contested-logistics level of β ≈ 0.8, after which 

component-level repair becomes the more advantageous approach. This reversal is the 

structure of the result, and this argument extends to any comparison of maintenance depth in 

which depth dictates the size of the cargo moving through the contested logistics chain. Under 

the baseline simulation, this reversal represents an expected five deliveries to one successful 

arrival, but this value is derived from representative data and modeling assumptions – it is not 

intended to represent a CV90-specific value. The mechanism is, however, quite stable across 

the range of parameters. Variation in k_repair, σ, footprint scaling, or k_stress will shift the 

crossover value but not eradicate the reversal itself. The main contribution is therefore not the 

results, graphs and numbers, but the structure on which they rely. 

 

The consequence is that the maintenance-depth decision can only be assessed against the 

backdrop of the logistics environment within which it is made – in a low-interdiction 

environment, modular exchange dominates because its repair-time advantage exceeds its 

footprint penalty, but in a sufficiently high-interdiction environment, the compounded 

footprint penalty exceeds the repair-time advantage. Traditional LORA models the 

repair-depth choice in a deterministic logistics environment; the classical availability 

simulation model accounts for stochastic breakdown and repair but not logistics disruption; 

the stochastic interdiction model accounts for disruption of the logistical process without 

concern for what is delivered. No single framework contains the essence of the reversal. 

 

The most similar prior work, Pall, Wesolkowski and Dozois (2013), employs a combination 

of LORA, spare-parts allocation, and Monte Carlo simulation under multi-objective 

optimization. The critical distinction between Pall, Wesolkowski and Dozois (2013, pp. 3–6, 

16) and this thesis is their treatment of the logistics network. Their model specifies forward 

operating bases, a central depot with pre-determined inventory levels, reorder points, 

back-orders, shipment connections, and lead times, along with an intermediate depot. In their 

model, the logistics network provides the structural context for maintenance-depth and 

stock-level choices, but does not respond to either. In this thesis, the relationship between the 
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two is reversed: the maintenance-depth determines the footprint of the item moving through 

the support chain, which in turn determines the per-attempt delivery-time burden. Interdiction 

then affects repeated delivery attempts. Thus, logistic exposure becomes a function of, and 

endogenous to, the choice of maintenance-depth rather than a constant that choice is 

optimized against. It is this combination, the mutual dependency of maintenance-depth and 

logistic exposure, rather than that LORA, simulation, and stochastic interdiction may be used 

together, that provides the structural contribution of this thesis. 

 

All three sub-questions from §1.4 have been addressed by the model directly. In SQ1, the two 

strategies cross at β* = 0.80 for baseline assumptions with a 95% paired-bootstrap confidence 

interval of [0.797, 0.807] (§4.2–4.3). In SQ2, the two repair-side parameters exhibit entirely 

different behavior. Higher repair times substantially shift the crossover upward, with β* 

reaching 0.87 when repair time is increased by 50%, and 0.93 when repair times triple 

(§4.4.1). Dispersion of repair time, by contrast, only slightly affects the crossover, with β* 

remaining between 0.801 and 0.823 (§4.4.2). In SQ3, the failure-side and logistics-side 

parameters split along the same lines. A steeper footprint-scaling exponent substantially shifts 

the crossover, with β* equaling 0.86 and 0.89 at α = 2 and 3 respectively (§4.4.3), while 

increases in the failure rate affect both strategies symmetrically and shift β* by less than 0.005 

(§4.4.4).  

 

The framework could theoretically apply to other platforms, threat environments, and support 

configurations. In each application it predicts that the maintenance-depth choice depends on 

the interdiction environment, and that availability, not cost or place of repair, is the criterion 

of interest in determining that choice. 

 

In conclusion, this thesis makes the linkage between maintenance depth and logistic exposure 

by combining LORA, availability simulation, and stochastic interdiction within a single 

Monte Carlo framework, and by defining a threshold logic that emerges whenever 

maintenance depth changes what is transported through a contested supply chain. If logistics 

is the art of moving armies, maintenance depth is the choice of what gets moved – and under 

interdiction, that choice determines availability. 
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Appendix A: Main Simulation Code 
This appendix contains the standalone Python script main_simulation_concise.py. The script 

implements the Monte Carlo model described in Chapter 3 and reproduces the baseline A/B 

comparison, the break-even estimate β*, the paired-bootstrap interval, the main sensitivity 

checks, and the distribution summary reported in Chapter 4. The script is Excel-free: the final 

input values derived from the workbook are embedded directly in the code to make the 

reproduction self-contained. 

""" 

main_simulation_concise.py 

 

Standalone, Excel-free reproduction script for the thesis Monte Carlo model. 

It keeps the full numerical value of the Appendix A simulation while removing 

Excel loading, plotting helpers, and redundant wrapper code. 

""" 

from __future__ import annotations 

 

from copy import deepcopy 

import numpy as np 

 

A, B = "A", "B" 

SUBSYSTEMS = ("Engine", "Transmission", "Suspension", "Hydraulics", "Electrical") 

BASE_CFG = dict( 

    n_sim=10_000, seed=42, T=720.0, beta_base=0.3, 

    k_stress=1.0, k_repair=1.0, alpha=1.0, 

    T_transport=3.5, T_staging_max=6.0, 

    W_max=250.0, V_max=0.22, w1=0.5, w2=0.5, 

) 

 

# (subsystem, MTBF, mu_A, sigma_A, weight_A, volume_A, mu_B, sigma_B, weight_B, 

volume_B) 

SUB_DATA = [ 
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    ("Engine", 3815.866666666667, 2.4366271619415953, 0.12324167419701047, 

209.33333333333334, 0.19333333333333336, 3.352337678989823, 0.12294757494088467, 

21.333333333333332, 0.04833333333333334), 

    ("Transmission", 2389.077777777778, 1.925801538175605, 0.12493748003011183, 82.0, 

0.07, 2.8411246834971062, 0.12275103341932166, 11.666666666666666, 

0.028333333333333332), 

    ("Suspension", 1647.5444444444445, 0.8271892495074952, 0.12530523071417696, 8.0, 

0.011666666666666665, 1.0480507595574213, 0.12206773813306304, 2.0, 

0.0030000000000000005), 

    ("Hydraulics", 2138.322222222222, 0.5430801799100934, 0.11829839515248847, 3.0, 

0.004, 0.8271892495074952, 0.12530523071417696, 1.0, 0.001), 

    ("Electrical", 2559.4666666666667, 0.7208777108555334, 0.1296332681696131, 4.0, 

0.0030000000000000005, 0.8271892495074952, 0.12530523071417696, 1.0, 0.001), 

] 

 

# One MTBF row per vehicle/subsystem is sufficient because A/B MTBF rows are identical. 

# (vehicle, subsystem, complaint_count, MTBF_hours) 

VEHICLE_MTBF = [ 

    ("2002 Ford Explorer", "Engine", 49.0, 4105.533333333334), 

    ("2002 Ford Explorer", "Transmission", 441.0, 3160.0), 

    ("2002 Ford Explorer", "Suspension", 115.0, 2579.6), 

    ("2002 Ford Explorer", "Hydraulics", 110.0, 2920.5333333333333), 

    ("2002 Ford Explorer", "Electrical", 115.0, 2995.266666666667), 

    ("2004 Ford F-150", "Engine", 92.0, 3645.4), 

    ("2004 Ford F-150", "Transmission", 66.0, 1178.9), 

    ("2004 Ford F-150", "Suspension", 81.0, 1110.2333333333333), 

    ("2004 Ford F-150", "Hydraulics", 57.0, 1779.0), 

    ("2004 Ford F-150", "Electrical", 86.0, 1811.5666666666666), 

    ("2002 Dodge RAM 1500", "Engine", 27.0, 3696.6666666666665), 

    ("2002 Dodge RAM 1500", "Transmission", 6.0, 2828.3333333333335), 

    ("2002 Dodge RAM 1500", "Suspension", 42.0, 1252.8), 

    ("2002 Dodge RAM 1500", "Hydraulics", 28.0, 1715.4333333333334), 

    ("2002 Dodge RAM 1500", "Electrical", 67.0, 2871.5666666666666), 

] 
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VEHICLES = tuple(dict.fromkeys(row[0] for row in VEHICLE_MTBF)) 

SUBS = { 

    s: {A: (mtbf, mu_a, sg_a, w_a, v_a), B: (mtbf, mu_b, sg_b, w_b, v_b)} 

    for s, mtbf, mu_a, sg_a, w_a, v_a, mu_b, sg_b, w_b, v_b in SUB_DATA 

} 

PURE_A = {s: A for s in SUBSYSTEMS} 

PURE_B = {s: B for s in SUBSYSTEMS} 

 

 

def cfg(**overrides): 

    return {**BASE_CFG, **overrides} 

 

 

def footprint(weight, volume, c): 

    return float(np.clip(c["w1"] * weight / c["W_max"] + c["w2"] * volume / c["V_max"], 0, 

1)) 

 

 

def delivery_time(weight, volume, c): 

    return c["T_transport"] + footprint(weight, volume, c) ** c["alpha"] * c["T_staging_max"] 

 

 

def subsystem_availability(params, beta, c, rng): 

    mtbf, mu, sigma, weight, volume = params 

    n, T = c["n_sim"], c["T"] 

    n_fail = rng.poisson(c["k_stress"] * T / mtbf, n) 

    run_idx = np.repeat(np.arange(n), n_fail) 

    if run_idx.size == 0: 

        return np.ones(n) 

 

    repair = rng.lognormal(mu + np.log(c["k_repair"]), sigma, run_idx.size) 

    t_del = delivery_time(weight, volume, c) 

    if beta >= 1: 
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        wait = np.full(run_idx.size, T) 

    elif beta <= 0: 

        wait = np.full(run_idx.size, t_del) 

    else: 

        wait = t_del * rng.geometric(1 - beta, run_idx.size) 

 

    downtime = np.bincount(run_idx, weights=repair + wait, minlength=n) 

    return np.clip((T - downtime) / T, 0, 1) 

 

 

def system_availability(choices, beta, c=None, seed=None, subs=None): 

    c, subs = cfg(**(c or {})), (SUBS if subs is None else subs) 

    rng = np.random.default_rng(c["seed"] if seed is None else seed) 

    out = np.ones(c["n_sim"]) 

    for subsystem, strategy in choices.items(): 

        out *= subsystem_availability(subs[subsystem][strategy], beta, c, rng) 

    return out 

 

 

def hybrid_choices(beta, c=None, subs=None): 

    c, subs = cfg(**(c or {})), (SUBS if subs is None else subs) 

    choices = {} 

    for i, subsystem in enumerate(subs): 

        seed = c["seed"] + 100 * i 

        ao_a = subsystem_availability(subs[subsystem][A], beta, c, 

np.random.default_rng(seed)).mean() 

        ao_b = subsystem_availability(subs[subsystem][B], beta, c, 

np.random.default_rng(seed)).mean() 

        choices[subsystem] = A if ao_a >= ao_b else B 

    return choices 

 

 

def sweep(betas, c=None, subs=None, return_runs=False, include_hybrid=True): 

    c, subs = cfg(**(c or {})), (SUBS if subs is None else subs) 
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    betas = np.asarray(betas, dtype=float) 

    pure_a = {s: A for s in subs} 

    pure_b = {s: B for s in subs} 

    out = {"beta": betas, "ao_A": np.empty(len(betas)), "ao_B": np.empty(len(betas))} 

    if include_hybrid: 

        out["ao_H"] = np.empty(len(betas)) 

    if return_runs: 

        out["ao_A_runs"] = np.empty((len(betas), c["n_sim"])) 

        out["ao_B_runs"] = np.empty((len(betas), c["n_sim"])) 

 

    for i, beta in enumerate(betas): 

        a_runs = system_availability(pure_a, beta, c, seed=c["seed"], subs=subs) 

        b_runs = system_availability(pure_b, beta, c, seed=c["seed"], subs=subs) 

        out["ao_A"][i], out["ao_B"][i] = a_runs.mean(), b_runs.mean() 

        if include_hybrid: 

            h = hybrid_choices(beta, c, subs) 

            out["ao_H"][i] = system_availability(h, beta, c, subs=subs).mean() 

        if return_runs: 

            out["ao_A_runs"][i], out["ao_B_runs"][i] = a_runs, b_runs 

    return out 

 

 

beta_sweep = sweep 

 

 

def break_even(result): 

    beta, diff = result["beta"], result["ao_A"] - result["ao_B"] 

    for i in range(len(diff) - 1): 

        if diff[i] == 0: 

            return float(beta[i]) 

        if diff[i] > 0 >= diff[i + 1]: 

            b0, b1, d0, d1 = beta[i], beta[i + 1], diff[i], diff[i + 1] 

            return float(b0 + d0 * (b1 - b0) / (d0 - d1)) 

    return 0.0 if np.all(diff <= 0) else None 
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def interpolate_beta_star(beta_grid, mean_delta): 

    beta_grid, mean_delta = np.asarray(beta_grid), np.asarray(mean_delta) 

    crossings = np.where((mean_delta[:-1] >= 0) & (mean_delta[1:] <= 0))[0] 

    if len(crossings) == 0: 

        return np.nan 

    i = crossings[0] 

    b0, b1, d0, d1 = beta_grid[i], beta_grid[i + 1], mean_delta[i], mean_delta[i + 1] 

    return float((b0 + b1) / 2 if d0 == d1 else b0 - d0 * (b1 - b0) / (d1 - d0)) 

 

 

def bootstrap_beta_star(delta_runs, beta_grid, n_boot=1000, seed=2026): 

    rng = np.random.default_rng(seed) 

    _, n_sim = delta_runs.shape 

    stars = np.empty(n_boot) 

    for r in range(n_boot): 

        idx = rng.integers(0, n_sim, n_sim) 

        stars[r] = interpolate_beta_star(beta_grid, delta_runs[:, idx].mean(axis=1)) 

    valid = stars[~np.isnan(stars)] 

    return valid, float(np.percentile(valid, 2.5)), float(np.percentile(valid, 97.5)) 

 

 

def copy_subs(subs=None): 

    return deepcopy(SUBS if subs is None else subs) 

 

 

def set_uniform_sigma(sigma, subs=None): 

    out = copy_subs(subs) 

    for strats in out.values(): 

        for strat, (mtbf, mu, _old, weight, volume) in strats.items(): 

            strats[strat] = (mtbf, mu, float(sigma), weight, volume) 

    return out 
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def rows_for(subsystem): 

    return [r for r in VEHICLE_MTBF if r[1] == subsystem] 

 

 

def replace_mtbf(aggregator, subs=None): 

    out = copy_subs(subs) 

    for subsystem in out: 

        mtbf = float(aggregator(rows_for(subsystem))) 

        for strat, (_old, mu, sigma, weight, volume) in out[subsystem].items(): 

            out[subsystem][strat] = (mtbf, mu, sigma, weight, volume) 

    return out 

 

 

def weighted_mtbf(rows): 

    return sum(n * mtbf for _v, _s, n, mtbf in rows) / sum(n for _v, _s, n, _mtbf in rows) 

 

 

def leave_one_out_mtbf(vehicle): 

    return lambda rows: np.mean([mtbf for v, _s, _n, mtbf in rows if v != vehicle]) 

 

 

def scale_strategy_a_weights(factor, subs=None): 

    out = copy_subs(subs) 

    for subsystem in out: 

        mtbf, mu, sigma, weight, volume = out[subsystem][A] 

        out[subsystem][A] = (mtbf, mu, sigma, weight * factor, volume) 

    return out 

 

 

def remove_subsystem(name, subs=None): 

    return {s: strats for s, strats in (SUBS if subs is None else subs).items() if s != name} 
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def sample_skewness(x): 

    x = np.asarray(x, dtype=float) 

    n, mean, std = x.size, x.mean(), x.std(ddof=1) 

    return float(0.0 if std == 0 else n / ((n - 1) * (n - 2)) * np.sum(((x - mean) / std) ** 3)) 

 

 

def distribution_summary(beta, c=None): 

    c = cfg(**(c or {})) 

    ao_a, ao_b = system_availability(PURE_A, beta, c), system_availability(PURE_B, beta, c) 

    return dict(beta=beta, A_mean=ao_a.mean(), A_std=ao_a.std(ddof=1), 

A_skew=sample_skewness(ao_a), 

                B_mean=ao_b.mean(), B_std=ao_b.std(ddof=1), B_skew=sample_skewness(ao_b)) 

 

 

def lognormal_sampler_check(c=None): 

    c = cfg(**(c or {})) 

    rng = np.random.default_rng(c["seed"]) 

    max_rel = 0.0 

    for subsystem in SUBSYSTEMS: 

        for strategy in (A, B): 

            _mtbf, mu, sigma, _w, _v = SUBS[subsystem][strategy] 

            samples = rng.lognormal(mu, sigma, c["n_sim"]) 

            theoretical = np.exp(mu + sigma ** 2 / 2) 

            max_rel = max(max_rel, abs(samples.mean() - theoretical) / theoretical) 

    return float(max_rel) 

 

 

def beta_star(betas, c=None, subs=None): 

    return break_even(sweep(betas, c, subs, include_hybrid=False)) 

 

 

def main(): 

    c, betas = cfg(), np.linspace(0, 0.95, 50) 

    result = sweep(betas, c, return_runs=True) 
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    print(f"Baseline beta* = {break_even(result):.3f}") 

    delta = result["ao_A_runs"] - result["ao_B_runs"] 

    point = interpolate_beta_star(result["beta"], delta.mean(axis=1)) 

    valid, lo, hi = bootstrap_beta_star(delta, result["beta"]) 

    print(f"Baseline beta* from per-run arrays = {point:.3f}") 

    print(f"95% paired-bootstrap interval for beta* = [{lo:.3f}, {hi:.3f}]") 

    print(f"Valid bootstrap replicates = {len(valid)} / 1000") 

    print(f"\nLognormal sampler max relative deviation (N={c['n_sim']}, seed={c['seed']}): 

{lognormal_sampler_check(c)*100:.3f}%") 

 

    print("\nRepair-time multiplier sensitivity\n----------------------------------") 

    for kr in (1.0, 1.5, 3.0): 

        print(f"k_repair={kr:.1f} -> beta*={beta_star(betas, cfg(k_repair=kr)):.3f}") 

 

    print("\nFootprint exponent sensitivity\n------------------------------") 

    for alpha in (1.0, 2.0, 3.0): 

        print(f"alpha={alpha:.1f} -> beta*={beta_star(betas, cfg(alpha=alpha)):.3f}") 

 

    print("\nFailure-rate stress sensitivity\n-------------------------------") 

    for ks in (1.0, 2.0, 3.0): 

        res = sweep(betas, cfg(k_stress=ks), include_hybrid=False) 

        print(f"k_stress={ks:.1f} -> beta*={break_even(res):.3f} 

Ao(A,beta=0)={res['ao_A'][0]:.3f} Ao(B,beta=0)={res['ao_B'][0]:.3f}") 

 

    print("\nRepair-time dispersion sensitivity\n----------------------------------") 

    for sigma in (0.05, 0.10, 0.20, 0.30, 0.50): 

        print(f"sigma={sigma:.2f} -> beta*={beta_star(betas, 

subs=set_uniform_sigma(sigma)):.3f}") 

 

    print("\nProxy-data robustness checks\n----------------------------") 

    print(f"Complaint-count-weighted MTBF -> beta*={beta_star(betas, 

subs=replace_mtbf(weighted_mtbf)):.3f}") 

    for vehicle in sorted(VEHICLES): 
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        print(f"Leave out {vehicle} -> beta*={beta_star(betas, 

subs=replace_mtbf(leave_one_out_mtbf(vehicle))):.3f}") 

 

    print("\nAdditional footprint robustness checks\n--------------------------------------") 

    for factor in (0.9, 1.1): 

        sign = "-10%" if factor < 1 else "+10%" 

        print(f"All Strategy A weights {sign} -> beta*={beta_star(betas, 

subs=scale_strategy_a_weights(factor)):.3f}") 

 

    d = distribution_summary(c["beta_base"], c) 

    print("\nDistribution summary\n--------------------") 

    print(f"beta={d['beta']:.2f} A mean={d['A_mean']:.3f}, std={d['A_std']:.3f}, 

skew={d['A_skew']:.3f} " 

          f"B mean={d['B_mean']:.3f}, std={d['B_std']:.3f}, skew={d['B_skew']:.3f}") 

 

 

if __name__ == "__main__": 

    main() 
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Appendix B: Robustness Verification Code 
This appendix contains the separate robustness script robustness_verification_concise.py. The 

script imports the embedded data and model functions from Appendix A and reproduces the 

robustness checks reported in §3.6.5 and §4.4.5, including the unweighted MTBF check, 

complaint-count-weighted MTBF check, leave-one-vehicle-out checks, Hydraulics-exclusion 

check, and the uniform-σ checks reported in §3.6.2 and §4.4.2. 

""" 

robustness_verification_concise.py 

 

Concise, Excel-free robustness checks. Imports the embedded data and simulation 

functions from main_simulation_concise.py. 

""" 

from __future__ import annotations 

 

import numpy as np 

 

from main_simulation_concise import ( 

    SUBS, VEHICLES, beta_star, cfg, remove_subsystem, replace_mtbf, 

    set_uniform_sigma, weighted_mtbf, leave_one_out_mtbf, 

) 

 

 

def main(): 

    betas, config = np.linspace(0, 0.95, 50), cfg() 

    print("Baseline frozen averaged inputs") 
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    print(f"  beta* = {beta_star(betas, config, SUBS):.4f}") 

 

    print("\nUnweighted MTBF from embedded per-vehicle rows") 

    unweighted = lambda rows: np.mean([mtbf for _v, _s, _n, mtbf in rows]) 

    print(f"  beta* = {beta_star(betas, config, replace_mtbf(unweighted)):.4f}") 

 

    print("\nWeighted MTBF") 

    print(f"  beta* = {beta_star(betas, config, replace_mtbf(weighted_mtbf)):.4f}") 

 

    print("\nLeave-one-out") 

    for vehicle in VEHICLES: 

        print(f"  drop {vehicle:<22} beta* = {beta_star(betas, config, 

replace_mtbf(leave_one_out_mtbf(vehicle))):.4f}") 

 

    print("\nHydraulics excluded") 

    print(f"  beta* = {beta_star(betas, config, remove_subsystem('Hydraulics')):.4f}") 

 

    print("\nUniform sigma") 

    for sigma in (0.05, 0.10, 0.20, 0.30, 0.50): 

        print(f"  sigma={sigma:.2f}  beta* = {beta_star(betas, config, 

set_uniform_sigma(sigma)):.4f}") 

 

 

if __name__ == "__main__": 

    main() 
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Appendix C: Figure Generation Code 
This appendix contains the figure-generation script figures.py. The script imports the 

simulation functions from Appendix A and regenerates the thesis figures used in Chapter 4: 

the baseline β sweep, Ao distribution figure, β/k_repair heatmap, α sensitivity figure, and 

k_stress sensitivity figure. 

 

""" 

figures.py 

 

Reproduces Figures 1-5 of the thesis from main_simulation_concise. 

Each figure regenerates the PNG saved alongside this script. 

""" 

from __future__ import annotations 

from pathlib import Path 

 

import matplotlib.pyplot as plt 

import numpy as np 

 

from main_simulation_concise import ( 

    PURE_A, PURE_B, break_even, cfg, sweep, system_availability, 

) 

 

 

def heatmap_data(betas, k_repairs, c=None, subs=None): 

    """Delta-Ao = Ao(A) - Ao(B) on the (beta, k_repair) grid. Used for Figure 3.""" 
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    c = cfg(**(c or {})) 

    betas = np.asarray(betas, dtype=float) 

    k_repairs = np.asarray(k_repairs, dtype=float) 

    out = np.empty((len(k_repairs), len(betas))) 

    for j, kr in enumerate(k_repairs): 

        cj = cfg(**{**c, "k_repair": kr}) 

        for i, beta in enumerate(betas): 

            out[j, i] = (system_availability(PURE_A, beta, cj, subs=subs).mean() 

                         - system_availability(PURE_B, beta, cj, subs=subs).mean()) 

    return out 

 

 

def plot_sweep(result, save): 

    """Figure 1: mean Ao vs beta with A, B, hybrid curves and beta* marker.""" 

    beta = result["beta"] 

    fig, ax = plt.subplots(figsize=(10, 6)) 

    ax.plot(beta, result["ao_A"] * 100, label="A (Modular Exchange)", lw=2) 

    ax.plot(beta, result["ao_B"] * 100, "--", label="B (Component Repair)", lw=2) 

    ax.plot(beta, result["ao_H"] * 100, ":", label="Hybrid", lw=2) 

 

    be = break_even(result) 

    if be is not None and 0 < be < 1: 

        ao_be = np.interp(be, beta, result["ao_A"]) * 100 

        ax.axvline(be, ls="--", alpha=0.5) 
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        ax.plot(be, ao_be, "ko") 

        ax.annotate(rf"$\beta^*$ = {be:.2f}", xy=(be, ao_be), 

                    xytext=(be - 0.15, ao_be + 3.5), 

                    arrowprops={"arrowstyle": "->"}) 

 

    ax.set(xlabel=r"Contested Logistics Severity ($\beta$)", 

           ylabel="Mean System Ao (%)", 

           title="Operational Availability vs Risk Level", 

           xlim=(0, beta.max()), ylim=(65, 100)) 

    ax.grid(alpha=0.3) 

    ax.legend() 

    fig.tight_layout() 

    fig.savefig(save, dpi=300, bbox_inches="tight") 

    plt.close(fig) 

 

 

def plot_distribution(betas, save, c=None): 

    """Figure 2: Ao histograms for pure A and pure B at one or more beta values.""" 

    c = cfg(**(c or {})) 

    if np.isscalar(betas): 

        betas = [float(betas)] 

    else: 

        betas = [float(b) for b in betas] 
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    n_panels = len(betas) 

    fig, axes = plt.subplots(1, n_panels, figsize=(6 * n_panels, 6), sharey=True) 

    if n_panels == 1: 

        axes = [axes] 

    bins = np.linspace(0, 1, 60) 

 

    for ax, beta in zip(axes, betas): 

        ao_a = system_availability(PURE_A, beta, c) 

        ao_b = system_availability(PURE_B, beta, c) 

        ax.hist(ao_a, bins=bins, alpha=0.5, label=f"A: {ao_a.mean()*100:.1f}%") 

        ax.hist(ao_b, bins=bins, alpha=0.5, label=f"B: {ao_b.mean()*100:.1f}%") 

        ax.set(xlabel="Operational Availability", 

               title=rf"Ao Distribution at $\beta$ = {beta:.2f}") 

        ax.grid(alpha=0.3) 

        ax.legend() 

 

    axes[0].set_ylabel("Frequency") 

    fig.tight_layout() 

    fig.savefig(save, dpi=300, bbox_inches="tight") 

    plt.close(fig) 

 

 

def plot_heatmap(betas, k_repairs, data, save): 

    """Figure 3: Delta-Ao heatmap on (beta, k_repair) grid with 0 contour.""" 
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    fig, ax = plt.subplots(figsize=(10, 7)) 

    vmax = np.abs(data).max() * 100 

    im = ax.imshow(data * 100, origin="lower", aspect="auto", cmap="RdBu", 

                   vmin=-vmax, vmax=vmax, 

                   extent=[betas.min(), betas.max(), 

                           k_repairs.min(), k_repairs.max()]) 

    try: 

        ax.contour(betas, k_repairs, data * 100, 

                   levels=[0], colors="black", linewidths=2) 

    except ValueError: 

        pass 

    fig.colorbar(im, ax=ax, label=r"$\Delta$Ao (A $-$ B) pp") 

    ax.set(xlabel=r"$\beta$", 

           title=r"$\Delta$Ao Heatmap ($\alpha$ = 1)") 

    ax.set_ylabel(r"$k_{\mathrm{repair}}$", fontsize=16) 

    fig.tight_layout() 

    fig.savefig(save, dpi=300, bbox_inches="tight") 

    plt.close(fig) 

 

 

def plot_lines(results, title, label_prefix, save): 

    """Figures 4 and 5: Delta-Ao vs beta across a sensitivity parameter.""" 

    fig, ax = plt.subplots(figsize=(10, 6)) 

    for key, result in sorted(results.items()): 
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        ax.plot(result["beta"], (result["ao_A"] - result["ao_B"]) * 100, 

                lw=2, label=f"{label_prefix} = {key:.1f}") 

    ax.axhline(0, color="black", lw=0.8) 

    ax.set(xlabel=r"$\beta$", 

           ylabel=r"$\Delta$Ao (A $-$ B) pp", 

           title=title) 

    ax.grid(alpha=0.3) 

    ax.legend() 

    fig.tight_layout() 

    fig.savefig(save, dpi=300, bbox_inches="tight") 

    plt.close(fig) 

 

 

def main(out="."): 

    out = Path(out) 

    out.mkdir(parents=True, exist_ok=True) 

    c, betas = cfg(), np.linspace(0, 0.95, 50) 

 

    # Figure 1: baseline A/B/hybrid sweep 

    plot_sweep(sweep(betas, c), save=out / "fig_beta_sweep.png") 

 

    # Figure 2: distribution histograms at beta = 0.80 (crossover) and beta = 0.95 (high 

interdiction) 

    plot_distribution([0.80, 0.95], c=c, save=out / "fig_ao_dist_0.80_0.95.png") 
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    # Figure 3: heatmap over (beta, k_repair) grid 

    bg, kg = np.linspace(0, 0.95, 30), np.linspace(1, 3, 25) 

    plot_heatmap(bg, kg, heatmap_data(bg, kg, c), 

                 save=out / "fig_heatmap.png") 

 

    # Figure 4: alpha sensitivity 

    alpha_results = {a: sweep(betas, cfg(alpha=a), include_hybrid=False) 

                     for a in (1.0, 2.0, 3.0)} 

    plot_lines(alpha_results, 

               title=r"Strategy Advantage vs $\alpha$", 

               label_prefix=r"$\alpha$", 

               save=out / "fig_alpha_sensitivity.png") 

 

    # Figure 5: k_stress sensitivity 

    ks_results = {ks: sweep(betas, cfg(k_stress=ks), include_hybrid=False) 

                  for ks in (1.0, 2.0, 3.0)} 

    plot_lines(ks_results, 

               title=r"Strategy Advantage vs $k_{\mathrm{stress}}$", 

               label_prefix=r"$k_{\mathrm{stress}}$", 

               save=out / "fig_k_stress_sensitivity.png") 

 

 

if __name__ == "__main__": 

    main() 
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